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Abstract. A data cube is a popular organization for summary data. A cube is simply a multidimensional structure
that contains in each cell an aggregate value, i.e., the result of applying an aggregate function to an underlying
relation. In practical situations, cubes can require a large amount of storage, so, compressing them is of practical
importance. In this paper, we propose an approximation technique that reduces the storage cost of the cube at the
price of getting approximate answers for the queries posed against the cube. The idea is to characterize regions
of the cube by using statistical models whose description take less space than the data itself. Then, the model
parameters can be used to estimate the cube cells with a certain level of accuracy. To increase the accuracy, and to
guarantee the level of error in the query answers, some of the “outliers” (i.e., cells that incur in the largest errors
when estimated), are retained. The storage taken by the model parameters and the retained cells, of course, should
take a fraction of the space of the full cube and the estimation procedure should be faster than computing the data
from the underlying relations. We use loglinear models to model the cube regions. Experiments show that the errors
introduced in typical queries are small even when the description is substantially smaller than the full cube. Since
cubes are used to support data analysis and analysts are rarely interested in the precise values of the aggregates
(but rather in trends), providing approximate answers is, in most cases, a satisfactory compromise. Although other
techniques have been used for the purpose of compressing data cubes, ours has the advantage of using parametric
(loglinear) models and the retaining of outliers, which enables the system to give error guarantees that are data
independent, for every query posed on the data cube. The models also offer information about the underlying
structure of the data modeled by them. Moreover, these models are relatively easy to update dynamically as data
is added to the warehouse.
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1. Introduction

A data cube is a popular organization for summary data (Gray et al., 1996). A cube is
simply a multidimensional structure that contains at each point an aggregate value, i.e., the
result of applying an aggregate function to an underlying relation. For instance, a cube can
summarize sales data for a corporation, with dimensions “time of sale,” “location of sale”
and “product type”.

A lot of work on building data cubes efficiently has been done in the recent past (Ross
and Srivastava, 1997; Agarwal et al., 1996; Zhao et al., 1997). However, precomputation
of the entire cube can take a lot of space. Consider for example a retail sales dataset with
dimensions day, store and product. If we assume 1,000 stores, 10 years (3,650 days) and
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Figure 1. Lattice for the data cube with dimensions day, store, product.

20,000 products, materializing just the core cuboid requires storage for 73 billion aggregate
values. (The core cuboid is the finest level of aggregation in the data cube, with cells
defined for each combination of all the dimensions in the data: in our example, each day,
store and product.) While in practice, only a fraction of the cells will be populated, the
core cuboid can still be large (e.g., even 2% of 73 billion amounts to 1.46 billion cells).
Moreover, a data cube is defined as a lattice of aggregation levels (see Gray et al. (1996)
and Harinarayan et al. (1996)), with an exponential number (in the number of dimensions)
of cuboids. For instance, in our example, a cuboid can be formed with aggregations of the
dimensions days and stores, where every cell contains sales per day and per store, for all
the products; notice that this cuboid can be computed from the core cuboid. Figure 1 shows
the lattice for the data cube of our example. In Relational On-Line Analytical Processing
(ROLAP), the computation of the cube cells is deferred until users examine them. (In real
products some of the cuboids are pre-computed and stored in relational tables.) When the
entries are needed, the system queries the underlying database to compute them. Sometimes,
a hybrid strategy is used in which part of the cube is materialized (e.g., the base data) and
the rest is computed on demand. These techniques however, can impose long delays in
answering queries.

These limitations have prompted researchers to look for techniques to compress the data
cube in such a way that only a fraction of the space is needed (Barbará and Sullivan, 1997a,
1997b; Poosala et al., 1996; Shanmugasundaram et al., 1999; Vitter and Wang, 1999).
Since the compression techniques are lossy, one can only provide approximate answers to
the queries posed to the data cube. On the other hand, the queries can be answered without
incurring into much disk I/O, so the response time is considerably smaller than the one
experienced in uncompressed data cubes.

In this paper we present a technique to compress data cubes based on loglinear models
(Agresti, 1996). Loglinear models are a form of statistical parametric models, i.e., models
that attempt to estimate the data points using a function composed by a series of parameters.
(We have preliminary explored a simpler parametric technique based on linear regression in
Barbará and Sullivan (1997a, 1997b).) The technique uses loglinear models to characterize
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dense chunks of the core cuboid in the data cube. These models, can be used to estimate cells,
with a certain degree of accuracy. We keep the errors caused by the estimation process under
control by storing, along with the model parameters, those cells whose estimated values
differ from the real values by more than a pre-established threshold. This idea maintains
a fixed bound for queries over the core cuboid, providing guarantees for the approximated
answers. Moreover, the idea can be easily extended to any other cuboid (without having
to recompute models for any of these cuboids): by maintaining a small number of cells
in each level of aggregation, or cuboid, we can have guaranteed bounds for approximate
answers over the entire data cube. This, is an alternative to techniques that decide which
parts of the cube should be materialized to obtain a good tradeoff between space and query
performance, such as the heuristics presented in Harinarayan et al. (1996). In our case, with
a very small investment (a few of the cuboids’ cells) we can provide approximate answers
for queries posed over all the data cube. Moreover, with coarser aggregations (cuboids with
less dimensions, such as day, product in the lattice of figure 1), we can guarantee tighter
bounds for the answers, simply because the errors committed by the estimation of individual
cells tend to cancel each other.

We call the structure that results from storing the models and the retained cells a Quasi-
Cube. It is important to emphasize that, in a Quasi-Cube, the error bound can be kept at
a desired level, independently of the distribution of the data. When answering queries,
the system can use the models and the retained cells to give an answer with a guaranteed
maximum error level attached to it.

Parametric methods to compress data cubes have an advantage over other techniques
(such as the ones described in Poosala et al. (1996) and Vitter and Wang (1999)): the
parameters computed describe the data accurately and can serve as a good basis to mine
important conclusions about the underlying distribution of data. The structure of the model
describes the patterns of interaction (Agresti, 1996). Moreover, one can immediately know
which dimension (or combinations of dimensions) exert the biggest influence in the data
by looking at the relative size of the model parameters (Agresti, 1996). By comparison,
it is difficult to draw information from a histogram (as used in Poosala et al. (1996)) or a
wavelet decomposition (as used in Vitter and Wang (1999)). Although the approach used in
Shanmugasundaram et al. (1999) offers similar advantages to our technique by obtaining a
kernel that explains the distribution of the data, it is well-known that kernel estimations are
very inefficient as the number of dimensions grow (Silverman, 1994). This is true because
truncating the tails of the distributions can have an enormous effect on the errors obtained.
(In other words, in moderate-to high-dimensional cases, regions of relative low density can
still be very important parts of the distribution.) In contrast, it is known that any distribution
can be approximated arbitrarily close by a parametric model by using enough parameters
(Cherkassky and Mulier, 1998). In fact, the model with with too many parameters is not very
informative to end-users. How to choose the concise yet precise model is one motivation of
our work. Moreover, in Shanmugasundaram et al. (1999), the authors decide to retain only
the “outliers” that fit in a memory buffer, making the accuracy of the method depend on the
data, rather than on the method itself.

It is also important to stress that the providing compression of the whole data cube, while
guaranteeing error bounds for every query, regardless of the aggregation is not an easy task
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for the compression schemes proposed in Vitter and Wang (1999), Poosala et al. (1996) and
Shanmugasundaram et al. (1999), since they aim to compress a part of the data cube, i.e.,
the core cuboid.1 Their answers will, indeed have tighter bounds as the aggregations grow
coarser, but their methods can only tell us that the errors are less than the ones committed
in the queries over the core cuboid, without being able to establish any tighter bound. This
is due to the fact that none of the other techniques takes the approach of retaining outliers
to control the error bounds.

There are other disadvantages to published methods. In the wavelet decomposition
method advocated by Vitter and Wang (1999) it is not clear how resilient the method
is to missing cells, a common occurrence in data cubes. In the histogram-based method
of Acharya et al. (1999) and Poosala et al. (1996), a set of pre-computed samples of a
small set of distinguished joins, or join synopses, is used to estimate the answers to the
queries. A criticism to this technique is that these samples must be frequently recomputed
to avoid the bias introduced by answering all queries using the same set of restricted data.
Again, in the way that both methods, wavelet-decomposition and join synopses, are imple-
mented, the accuracy of the method depends on the data distribution but not on the method
itself.

Another important matter is that of maintaining the compressed version of the cube as new
data arrives to the warehouse. As we explain in Section 2.4, it is very easy to accomplish
this in our technique. On the other hand, using wavelets as in Vitter and Wang (1999),
brings about an enormous complexity in dynamically keeping the coefficients up-to-date
(the authors do not discuss this issue in the paper, leaving it for future work). The same is
true when using kernels (Shanmugasundaram et al., 1999). One drawback of kernel method
is it can only answer range query. It can not give the answer for point query(with one single
cell) for we can not integrate the kernel estimate function to one point. As new tuple arrives,
the kernel function can not decide whether this new cell is well or not.

Finally, data cube compression can serve another useful purpose: on-line aggregation
(Hellerstein et al., 1997). This is the process by which one can streamline the computation
of more refined answers to the queries as the user is looking at the current estimate. With our
method, there is a relatively easy way to implement this: using different error thresholds,
classify the data into error bins, each bin corresponding to an error level. To produce the first
estimate, only the data in the highest-error bin needs to be brought from disk; to refine the
answer, successive bins are brought to memory. It is not clear how to do this with the join
sypnoses or the density estimation methods. And, although wavelet decomposition lends
itself to multiresolution and thus estimate refining, there are two major roadblocks. First, it is
not easy to decide which coefficients to put in each error bin: if one uses the decomposition
levels of the wavelet, the partition is too uneven, since each level has twice the number of
coefficients of the previous one. Secondly, the total number of coefficients is usually larger
than the non-zero data cells of the cube (simply because it has to be a power of 2). (Although
we do not describe on-line aggregation support in this paper, we are currently building a
testbed to experiment on it.)

This paper is organized as follows. In Section 2, we present our technique in detail,
including algorithms to divide the cube in regions (chunks) and to model the data in them.
Section 3 presents the experimental results over two datasets: a real dataset and a synthetic
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one (the later used to demonstrate scalability). Finally Section 4 presents the conclusions
and future work.

2. Our method

In this section we describe in detail how we compress the data cube by means of constructing
loglinear models for dense regions of the cube. We model regions of the core cuboid2 and
employ these models to estimate the values of the individual cells. The reason to focus in
the core cuboid is simple: the error guarantees for queries to the core cuboid hold for any
other cuboid in the lattice. (In reality, as we shall see, the errors when we aggregate cells of
the core cuboid decrease dramatically.)

As we stated in the introduction, to avoid incurring in large errors by the estimation, we
retain all the cell values whose estimations are farther away from the real value by more
than a pre-established threshold. This threshold becomes the guarantee of the approximate
answer. (As we will show later, many answers are, in reality closer to the real answer than
what the threshold predicts.) We store the model parameters (for each modeled region of
the cuboid) along with the retained cells to process the queries.

The issues involved in compressing the cube, giving approximate answers to the queries
and evaluating our technique can be summarized as follows:

• Selecting chunks of the core cuboid that will be described by models (regions of the core
cuboid that are sufficiently dense).

• For each chunk to be modeled, computing the model parameters based on the data con-
tained in the chunk and then, based on the estimated values compute for each non-zero
cell in the chunk the estimation error and determine if the cell needs to be retained.

• Organizing the model parameters and retained cells to efficiently access them when
processing queries.

• Evaluating the tradeoffs between space taken by the compressed cube, response time for
the queries and the quality of the approximate answers obtained (errors).

In the rest of this section, we describe in detail how we solved each of these issues.

2.1. Dividing the core cuboid

In order to select the chunks in which we divide the core cuboid we use a density based
approach called hierarchical clustering (Jain and Dubes, 1988) to get high density portions
of the cube. This approach has been previously utilized to identify regions of high density in
multidimensional data (Agrawal et al., 1996). (The aim in Agrawal et al. (1996) is to have a
density approach to clustering, where a cluster is defined as a region with higher density of
points than its surrounding regions.) We assume that the core cuboid has been computed (an
algorithm such as the one presented in Ross and Srivastava (1997) is well suited for the task).

Given a d-dimensional data cube with dimensions A = {D1, D2, . . . , Dd}, where d is
the number of dimensions, we assume it be a set of bounded, totally ordered domains
space.3 Accordingly, S = ‖D1‖ × ‖D2‖ × · · · × ‖Dd‖, is the possible number of cells in
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the core cuboid. The non-empty cells in the cuboid are a set of multidimensional points,
V = {v̂1, v̂2, . . . , v̂m}. where each v̂i = {vi1 , vi2 , . . . , vid , mi }, with vi j the i-th dimension
value and mi the value of the cell.

As we pointed out in Section 2, we need to find “chunks” of the core cuboid that are
dense enough to be modeled properly: If a region is too sparse, the models will not fit
well. Moreover, if we try to model a chunk that is too sparse, the “holes” in the chunk,
i.e., the cells that do not have any values, will be too many. Since we need to list these
holes, it is very likely that the compression gains achieved by the model would be offset
by the size of the hole list. So, our procedure is to hierarchically explore levels of chunks
(partitioning chunks into sub-chunks, and so on), until we find regions that are dense enough
for modeling. Notice that doing this also makes our technique scale well with large data
cubes: Regardless of the size of the core cuboid, we aim to achieve small descriptions of
its dense regions, thereby compressing the data in those regions by describing it via a few
model parameters and a list of outliers and holes. For big cuboids, we will have more dense
regions, but since each one of them will be compressed, the overall compression rate will
be good. Moreover, we never have to deal with having to fit a model for too large a region
(which would increase the computation time for the fitting process), since the chunks are
smaller than the entire cuboid.

There are many ways to partition the core cuboid. We take a simple approach described in
what follows. Initially, we partition the space of the cuboid into non-overlapping rectangular
1st-level chunks which have the same chunk size, i.e., µ1

1 × · · · × µ1
d , where µ1

i is the size
of the chunk in dimension i . Hence, the number of chunks in 1st level is

C1
no =

∏ ⌈‖Di‖
‖µ1

i ‖
⌉
.

We use c1
i to denote the i-th chunk in the first level. The size of any of the 1st level

chunks is given by di = ∏
µ1

i . Clearly, we require that µ1
i ≤ ‖Di‖ for all i ; moreover, we

choose not to divide those dimensions with small domains (for them we make µ1
i = ‖Di‖).

At any point during the process of partitioning we may decide to further divide a 1st-level
chunk into several 2nd level chunks, and successively an j-th level chunk into j + 1-th
level chunks. The size of an j-th level chunk is predetermined to be {µ j

1, . . . , µ
j
d}, for

j = 1, . . . , MAXLEVEL, where MAXLEVEL is the maximum level of any chunk.
Before we formally present the algorithm for cuboid partitioning, let us describe the

data structures that are needed to make it work. A chunk is described as a structure which
contains the following fields (each with the obvious meaning): Chunk-number, Number-
cells, Number-outliers, Level, State, Pointer-to-parent, Parameter-list, Cell-list, Outlier-list,
Sum-Value, Max-Value.

In particular, State defines the state of the chunk, which changes dynamically as the
partitioning process runs. The possible states where a chunk can be found are as following:

• STAT-NULL: no cells are located in this chunk. This is the initial state of every chunk
and the final state for empty chunks.

• STAT-SPARSE: a chunk with very few cells in it. (We just retain all cells in this chunk.)
• STAT-DENSE: a chunk with enough cells which can be modeled.
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• STAT-REDV: a chunk with intermediate density (enough cells not to be sparse, but not
enough to be modeled yet), or a chunk where a model fit is not satisfactory. This are
chunks subjected to further partitioning to the next level.

• STAT-MODL: this chunk has been modeled.
• STAT-DVOK: this chunk has been further subdivided.

After the partitioning procedure, every chunk should be in STAT-NULL, STAT-SPARSE
or STAT-MODL. The rest are intermediate states.

At every step of the partitioning process we maintain a CHUNK-DESC list in memory
which contains information about every chunk’s level, state, and count of cells. Moreover,
there are three parameters used to drive the partitioning process:

• α: this marks the minimum acceptable density for chunks measured by the number of
cells in the chunk divided by the chunk’s size.

• β: this is the maximum error level tolerated in the estimation process. That is if y is
the value of a cell and ŷ the value of the estimation by the model describing the chunk,
the relative error given by |y − ŷ|/y must be less than or equal to β. Any cell whose
estimation error surpasses β is declared an outlier.

• 	: this is the maximum percentage of outlier cells allowed in the chunk, which is measured
as the number of outliers divided by the number of cells in the chunk. If the percentage of
outlier cells is bigger than 	, we declare the chunk’s state as STAT-REDV and proceed
to partition it further.

The user can set the parameters α, β, 	 based on both his or her pre-knowledge and
requirement before the system partitions the cube. For example, the value β depends on
the user’s expectation of query accuracy and the valuee 	 depends on the requirement of
compression ratio and system storage. For α, given a specific dataset, the user can compute
the average density τ of the whole cube by dividing the total number of non-zero cells by
the size of the cube space. So the α can be set as α = cτ where c is a chosen constant.
Another automatic approach to set α needs a preprocess of the dataset. As we talked
before, at a chosen j-th level, where j ∈ {1, . . . , MAXLEVEL}, there are C j

no = ∏� ‖Di ‖
‖µ j

i ‖ �
j th level chunks and the according size of each j th level chunk is predetermined to be
{µ j

1, . . . , µ
j
d}. After one scan scan of the dataset, we can compute the density τi for each

chunk, where i = 1, . . . , C j
no. Then we can do some statistical test to decide the value α.

For example, if the chunk density τi satisfies the unifrom distribution, we can set α = cτ̄ ;
if normal distribution, α = τ̄ − zα

στ√
C j

no

, where zα is the level α of the value of the standard
normal distribution.

After the α is set, during the partition process, the chunk will be clasified as: STAT-NULL
if there is no tuple in this chunk; STAT-SPARSE if the number of tuples in this chunk is less
than MINITUPLE; STAT-DENSE if the density of this chunk is bigger than α; STAT-REDV
if the density of this chunk is less than α but the number of tuples in this chunk is bigger
than MINITUPLE.

Figure 2 presents the pseudo-code for the partitioning algorithm. As can be noticed, the
algorithm proceeds to divide the initial cuboid in 1st level chunks, assigning cells to each
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Figure 2. Partitioning algorithm.

one and proceeds to classify each chunk, further dividing it if necessary, until the chunk
is declared STAT-SPARSE, STAT-NULL or STAT-MODL. It is worth noticing that the
algorithm will read the number of cells in the core cuboid into memory only once. Then
each chunk that is neither sparse nor null will be read into memory (with its respective
cells) and processed (subdivided, modeled) until no more processing is needed for the
chunk. If each chunk fits in memory, then it is guaranteed that the each cell will be read into
memory only once, making the input activity equivalent to two passes of the data and the
write activity also equivalent to two passes of the data. If a chunk does not fit in memory
several reads and writes to the chunk will be needed, making the total read activity loosely
bound by MAXLEVEL number of passes through the data. (During this process, when a
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parent chunk is divided into child chunks, we need copy the tuples in the parent chunk to
the according child chunk. After that, we only keep the tuples in those child chunks and
the space for the parent chunk can be released. During this step, it needs one read and
one write. In practice the I/O activity will be much less, since there will be child chunks
that fit in memory.) Moreover, we need to point out that all this I/O activity takes place
before the query processing is undertaken. (Chunks and their models can be stored as part
of the cuboid and reused for approximate query processing and data mining (Barbara and
Wu, 1999).)

Notice that many choices of models are possible (a survey of methods can be found in
Barbará et al. (1997)), since the general technique is quite independent of the model chosen
for the chunks. Of course, there will be some models that are better suited for specific classes
of data and therefore will produce smaller estimation errors. (We have studied simple linear
regression models and their effect in the errors in Barbará and Sullivan (1997a).) In this
paper we choose to study loglinear models (Agresti, 1996; Andersen, 1997, 1994); the way
their parameters are computed will be explained in the next subsection.

Special mentioning should be made of the treatment of holes for chunks whose state is
STAT-MODL. (Holes in chunks whose state is STAT-SPARSE are taken care of by definition:
only a list of non-zero cells is kept on those.) Since it is assumed that the number of holes
of a STAT-MODL type of chunk is small (since α must be big), we can simply treat them as
outliers and keep them in the outliers list. Otherwise, we need a separate index to indicate
which cells are non-zero. This has repercussions in our method: the smaller the chunk
descriptions are, the more of them we will be able to keep in memory, thereby avoiding the
need for fetching them from the disk.

2.2. Modeling the data chunks

We have chosen loglinear models (Agresti, 1996; Andersen, 1997, 1994) for the task of
modeling the chunks of data. Loglinear modeling is a methodology for approximating dis-
crete multidimensional probability distributions. The multi-way table of joint probabilities
is approximated by a product of lower-order tables. Loglinear models are known to provide
a good fit for multinomial distributions (Andersen, 1997, 1994). Here we should note log-
linear models use only categorical attributes and continuous attributes must be discretized
first.

For a value yi1i2···in in a cube at position ir of the r th dimension dr (1 ≤ r ≤ n), we
define the log of anticipated value ŷi1i2···in as a linear additive function of contributions from
various higher level group-bys as:

l̂i1i2···in = log ŷi1i2···in =
∑

G⊂{d1,d2,...,dn}
γ G

(ir |dr ∈G) (1)

We will refer to the γ terms as the coefficients of the model equation. For instance, in a
4-dimensional table with dimension A, B, C, D, we use (i, j, k, l, yijkl) to denote the cell in a
4-D cube space, where i = 0, . . . , I−1, j = 0, . . . , J−1, k = 0, . . . , K−1, l = 0, . . . , L−1,
Eq. (2) gives the saturated loglinear model which means it contains all the possible k-factor
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effects, all the possible k − 1-factor effects, and so on up to the 1-factor effects and the
mean (γ . For example, γ A

i is one-factor effect, γ AB
ij is two-factor effect which shows the

dependency within the distributions of the associated attributes A, B, γ ABC
ijk is three-factor

effect which shows the dependency within the distributions of the associated attributes
A, B, C . Note the size of possible high-factor effects can be very large (for γ ABC

ijk , the size
is I × J × K ).

log ŷijkl = γ + γ A
i + γ B

j + γ C
k + γ D

l + γ AB
ij + γ AC

ik + γ AD
il + γ BC

jk

+ γ BD
jl + γ CD

kl + γ ABC
ijk + γ ABD

ijl + γ ACD
ikl + γ BCD

jkl + γ ABCD
ijkl (2)

There are also some linear constraints to overcome the over parameterization, as shown
in Eq. (3).

γ A
. = γ B

. = γ C
. = γ D

. = 0

γ AB
i. = γ AB

. j = γ AC
i. = γ AC

.k = · · · = γ CD
.l = 0

. . .

γ ABCD
ijk. = γ ABCD

ij.l = γ ABCD
i.kl = γ ABCD

. jkl = 0 (3)

where a dot “.” means that the parameter has been summed over the index (For example,
γ AB

i. = ∑J−1
j=0 γ AB

ij ). In short, the constraints specify that the loglinear parameters sum to 0
over all indices.

There are two approaches to estimate the model coefficients. One is the iterative propor-
tional fitting method, based on solving the corresponding likelihood equations. This method
can always get the precise solutions, but it needs many iterative steps over the data.

The other method is to compute the coefficients from the values directly. The coefficients
corresponding to any group-by G are obtained by subtracting from average l value at
group-by G all the coefficients from higher level group-by-s. For instance, Eq. (4) shows
the parameters in a 4-dimensional table.

γ = l....
γ A

i = li ... − γ.

. . .

γ AB
ij = li j.. − γ A

i − γ B
j − γ.

γ ABC
ijk = lijk. − γ AB

ij − γ AC
ik − γ BC

jk − γ A
i − γ B

j − γ C
k − γ.

. . . (4)

where l.... is the grand mean or average (Note that a “·” denotes an aggregation along
that dimension.) and li ... is the mean over all values along i th member of dimension A.
From l . . . . and li ..., γ A

i denotes how much the average of the values along i th member of
dimension A differs from the overall average.

Sarawagi et al. (1998) present fast computation techniques that make this approach
feasible for large sets, and although this method does not give precise solutions, its faster
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running time makes it a better choice for compressing data chunks. For our case, we applied
a modified version of their UpDown method, involving the following steps:

• Up-phase: In this phase, all the l parameters shown before are computed. From for
each group-by in Eq. (4), compute the corresponding l value from the parameters in
the previous group-by-s. For example, in order to compute lij.., we could use the values
of lijk., aggregating for all k. (In general, there is more than one way of computing the
parameters, since there is a lattice of group-by aggregations; A benefit analysis approach
like the one in Harinarayan et al. (1996) can be used to select the best choice.) We need
to start from the most detailed group-by: in general this is the one defined by the raw data
(base cuboid). In our case, we start from MAXLVL factors. For instance, if MAXLVL is
2, we start from the lij.. (γ AB).

• Down-phase: for each group-by (upper limit being MAXLVL) starting from the least
detailed (for instance, l.... in Eq. (4)), compute the corresponding effect (i.e., γ ) at G
by subtracting from the corresponding l value the parameters from all the group-by-s H
where H ⊂ G. (For instance, to compute γ AB

ij , we need to subtract from lij.. the values of
γ A

i , γ B
j and γ .)

As pointed by Sarawagi et al. (1998), to compute a n-attribute group-by parameter in
the Down-phase involves 2n − 1 parameters. Sarawagi et al. (1998) use rewriting of the
formulas to get a computation speed up. In the rewriting form, computing a n-attribute
group-by parameter involves only n subtractions. However, rewriting assumes that there is
no missing data, otherwise the results are not accurate. In our technique, since we can limit
the amount of computation by using the parameter MAXLVL, and since we are performing
the computation for a chunk instead of for the whole cube, we assume the expense of
subtracting 2n − 1 parameters is tolerable (i.e., we do not use rewriting).

It is obvious that a large number of models can be used to fit a given set of data points.
For an n-dimensional loglinear model, there are totally 22n

possible models (determined
by which parameters of the saturated model are set to zero). Fingleton (1984) presents
some possible strategies of model selection. A suitable criterion for choosing a model
is to minimize the chi-squared X2or the associated likelihood-ratio statistic Y 2 values.
However, just minimizing these statistics can lead us to choose the saturated model in
view of its perfect fit. For data reduction, we are more interested in concise models: in
other words, in choosing the simplest model that is not inconsistent with the dataset. Such
a model is easier to interpret, identifies the essential relations among variables and more
to our point, gives us a good compression ratio. Using brute-force to compare among
models can easily get out of hand; therefore, we must resort to a good strategy that gets
an acceptable model using as few as possible model comparisons. In selecting a good
model, we have two goals: first, achieve a good level of data reduction (this translates
to using as few parameters having as few some outliers as possible to approximate the
cube) and to have a meaningful model from which knowledge about this portion of the
data cube can be extracted (this implies a good fit, but also a model simple enough to
understand; it is for instance, hard to interpret combination effects of more than three
attributes).
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We have chosen to select our models from among the following set:

• The model without any dimensional effects. That is, the one that only includes the γ .
• The complete independence model with only main-effects terms. That is, the model that

includes the γ and γ A
i , γ B

j , . . . .

• All the models with all possible k-factor effects and no higher-order forms, where 2 ≤ k ≤
MAXLVL, with MAXLVL is a pre-established value less than or equal to n.

All the models we consider are saturated. From all these models we select a start model
which has the best compression ratio: that is, the fewest parameters and outliers. This
selection is by enumeration: we compute the parameters and the outliers for each model
and select the best among them. Let us call this start model Ms .

We then try to improve on this model by using a perturbation heuristic. The heuristic
consists of three steps, as follows:

• Backward elimination: set the factor with smallest standard variance in Ms to zero to form
a new model. Compare the number of parameters and outliers of the new model with those
found for Ms , if the number is smaller, continue doing backward elimination (selecting
the next factor with the smallest standard variance and suppressing it). Otherwise stop.
Let us assume the best model we find with backward elimination is Mb.

• Forward selection: choose the factor with the biggest standard variance among the factors
not present in Ms and add it to Ms , to form a new model. As before, compare the number
of parameters and outliers of the new model with those found for Ms , if the number is
smaller, continue doing forward selection. Otherwise stop. Let us assume that the best
model we find with forward selection is M f .

• Compare the performance of Mb with that of M f , keeping the best one between the two.

According to our experience, although we may not get the optimal model following this
heuristic, we do get a very good approximation. The advantage of this heuristic is that we
only need to perform a number of passes over the data we are modeling equal to MAXLVL
plus the number of forward tries, plus the number of backward tries. It is important to notice
that we are modeling the subset of data contained in a chunk, which is much smaller than
the entire core cuboid and usually fits in memory. Notice that if this is the case for every
chunk, then we only need to bring each cell in the cuboid once to memory.

2.3. Querying the approximate cube

A range query over the cuboid can be decomposed as the union of several disjoint queries,
each spanning a chunk in the cuboid. That being the case, for each one of the disjoint
sub-queries there are two possibilities:

• The sub-query completely includes its respective chunk. In this case, the answer of the
sub-query can be immediately obtained from the chunk description, which contains the
aggregated value of all the cells in the chunk. Notice that this value is free of error and that
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the answer to this sub-query does not require retrieving any of the values in the retained
list of cells for the chunk or estimating any of the cells values.

• The sub-query covers the respective chunk only partially. In this case, we need to estimate
or retrieve (from the list of retained cells) the individual cell values and aggregate them.

In larger queries, it is likely that many sub-queries will span complete chunks and there-
fore, the running time will be sped up considerably.

2.4. Incrementally updating the models

In this subsection we show that maintaining our models incrementally is an easy task. This
fact makes our technique very usable for compression of data cubes.

We make a realistic assumption: although the core cuboid exists in the disk only in its
compressed form, the original, uncompressed cube is available on tertiary storage (tape),
so any of the cells’ values can be retrieved at will (albeit, paying the price of slow access
to it). Any new data that comes to the warehouse corresponds to one of the following three
cases:

1. A cell value in the base cuboid is changed to a new value. (This may occur for instance,
in a data cube that contains sales by product, store and location, but not time; a new sale
will make a cell value change.) In this case, after the location and increment of the cell
are known, we must identify the chunk to which the cell belongs. The chunk may be of
the following types:

• STAT-SPAR: in this case, the cell is a retained one, and we must modify the cell adding
the incremental value. There is no need to access the tertiary storage, since the real
value of the cell is available on disk.

• STAT-MODL: first determine whether the cell is an outlier. If so, change the old
retained value for the new one. Otherwise, determine whether the new value is within
the fixed error level compared with the value generated by the model. The new value
can be computed as the sum of the increment plus the old value (available from tertiary
storage). If the new value falls within the maximum estimation error, just discard the
increment, otherwise, insert the value in outlier set. (The new value must be stored in
tertiary storage, replacing the old value.)

2. The cell was a null cell in the base cuboid. In this case, we must find out which chunk
it belongs to. The state of that chunk will be one of the following:

• STAT-NULL: change the chunk state to STAT-SPAR, keep the cell as single set and
also modify the chunk’s description structure. (No need to access tertiary storage.)

• STAT-SPAR: modify the chunk’s description, determine if the chunk is dense enough
after the new cell arrives, if so, try to model this chunk. Otherwise, just retain the
cell. (Access the tertiary storage only if the cell is not retained, in order to store it on
tape.)
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• STAT-MODL: determine whether the new value is within the error level when com-
pared (as before) with the value generated by the model. (As before, compute the new
value by retrieving the old value from tertiary storage.) If so, just discard this value,
otherwise, keep this value in the outlier set.

3. The new cell which is beyond the scope of the original data space of the cube (e.g.,
as time goes by new transactions are added to the warehouse). In this case, we should
keep these new cells in NEW-CELL set, the NEW-CELL set forms a new data space
which is neighborhood with the old data space. After the NEW-CELL set is bigger than
some threshold, we can divide the NEW-CELL space into chunks and model them. (Store
the new value on tertiary storage.)

In case 1 and case 2, as more new data arrives to the warehouse, the number of outliers
may exceed the threshold 	. In this case, we should re-model the chunks.

3. Experimental results

In this section we show the results of experimenting with two datasets. The experiments
were conducted in a SUN Ultra 2, with two processors, and 500 Mbytes of RAM.

3.1. Census dataset

The first dataset used is taken from the U.S Census Bureau data (http://www.census.gov/
main/www/access.html). The dataset contains population broken by country, year, age group
and sex. We use C , Y , A and S respectively, to denote these dimensions. These dimensions
have domains of size 227, 23, 17, and 2 respectively. There is a total of 169, 694 cells and
7, 820 missing cells in the space of the core cuboid.

Figure 3 shows the data compression achieved under different error levels (β). The table
shows the number of cells in the core cuboid, cells that are retained as belonging to sparse
chunks (Single Cells), number of parameters used by the models (Parameters), and number
of outliers (Outliers). The compression ratio indicates the ratio between the space needed to
store the parameters, single cells, outliers and data structures used to describe the chunks,
and the space needed to store the cells in the original cube. Notice that we start achieving
high compression rates (33% and under) only when the individual cells error rate is left
to be higher than 15%. For an individual cell error of 40% we achieve a value of 14%
compression rate. Although, at first glance this may not seem very impressive, one has to
remember that very rarely in OLAP the analysts care about single cell values. Rather, what
is usually needed is higher level aggregations, such as range queries or other cuboids in the
lattice. To show our performance in those aggregations, figure 4 shows the average error in
the answers obtained by range queries as a function of the selectivity of the query (shown
as a fraction of the number of cells in the core cuboid). The range queries were run over
the approximate core cuboid, compressed with a β = 0.4. These range queries compute
the aggregation of all the cells in their ranges. As it can be seen from the results, none of
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Figure 3. Compression obtained using the census dataset with different β. The column “Cells” indicates the
number of cells in the core cuboid; the column “Single cells” shows the number of cells retained in sparse chunks;
the column “Parameters” the number of parameters used by all the models; and the column “Outliers” the number
of cells retained in dense chunks.

Figure 4. Error of range queries over the census dataset, computed from the approximate base cuboid compressed
with β = 0.4. (The errors reported are the average over range queries of the same selectivity.)
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the answers exhibits an error that goes beyond 3%, in spite of the 40% error that the
individual cells in the cuboid may reach.

Figure 5 shows the results of running queries to compute each one of the cuboids in
the lattice of the data cube (with the exception, of course, of the core cuboid, which we
have in the compressed form). The queries are run over the compact representation of the
core cuboid. In the table results are given for the minimum error over all the cells (minerr),
the maximum error (maxerr), the average error (avgerr), the size of the cuboid in cells
(size), and a histogram that shows the number of cells that fall between 0 and 10% of error
(0–0.1), more than 10% but less than or equal to 20% of error (0.1–0.2), more than 20%
but less than or equal to 30% (0.2–0.3) and more than 30% but less than or equal to 40% of
error (0.3–0.4). As shown, as we aggregate more and more cells to compute the cuboids that
are in the lower part of the lattice, most of the errors fall in the first bin of the histogram and
both the average and maximum errors decrease rapidly. (Keep in mind that the individual
cells of the core cuboid were left to have estimation errors up to 40% of the real value.)

Figure 5 proves the point we made in the introduction: if one wants to keep errors in
any of the cells of the cuboids in the lattice (with the exception of the core cuboid) under

Figure 5. Errors for the cells of the lattice cuboids using the census dataset. The maximum error in the base
cuboid is β = 0.4. The columns 0–0.1, 0.1–0.2, 0.2–0.3 and 0.3–0.4 contain the number of cells in each of the
cuboids whose estimated errors are within the indicated bounds: retaining cells with higher error bounds makes
the error bound for queries in that cuboid to be within the indicated range. (For instance, retaining all the cells
in the columns 0.1–0.2, 0.2–0.3 and 0.3–0.4 makes the error for any query in the all the cuboids shown less than
10%.
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10%, it would be enough to retain an extra 29,119 values (the aggregated cells that exhibit
errors bigger than 10% in all the other cuboids). Notice that this 29,119 are a fraction
(24.6%) of the 117,973 cells contained in all the cuboids other than the core one. In fact,
the compression rate for the overall cube would be 18.3%, still a very good ratio. By doing
this, we can guarantee a fixed level of error (10%) for queries in the other cuboids of the
lattice. Queries over the core cuboid would get a guaranteed error of 40%, but actual errors
would likely be much less than that for most queries. If one would insist in making the 10%
guarantee across all cuboids, including the core, we would need to store 20,035 parameters,
and 64,348 outliers (as shown in figure 3), along with the 29,119 cells for the other cuboids.
This would bring the overall compression ratio to 40%. By contrast, using the algorithm
described in Harinarayan et al. (1996) to decide which cuboids would be the most efficient
choices to materialize, assuming we want to materialize up to 3 cuboids, one would need to
store 178,194 cells (those of the core cuboid, and the cuboids YAS and CAS), or 62% of the
data cube. Yet, doing this, queries over any other cuboid would require the aggregation of
cells in one of the YACS (core), YAS or CAS cuboids (which would involve also additional
I/O and CPU time).

Finally, we illustrate how the chunk models are useful in themselves. Let us examine
the chunk which involves 7 countries (Pakistan, Russia, Great Britain, Indonesia, U.S.,
India and China), all the years, all the age groups, and both sexes. The model we get is the
following:

lijkl = log ŷijkl = γ + γ C
i + γ Y

j + γ A
k + γ S

l + γ CY
ij + γ CA

ik + γ YA
jk + γ AS

kl (5)

This model includes all the one-factor effects (γ C
i , γ Y

j , γ A
k , γ S

l ), 4 two-factor effects
(γ CY

ij , γ CA
ik , γ YA

jk , γ AS
kl ) and no higher-factor effects. It means the two-factor effects (γ CS

il ,

γ YS
jl ) and higher-factor effects have trivial influence on the population. In other words, for

this chunk, the value in the Sex (S) atrribute is independent with the value in the Country
(C) and Year (Y ) attribute. From the standard variances of the factors, we discover that
the most important attribute effect is C (country), the second is A (age group). For a given
attribute, for instance country, we know that the biggest parameter value (γ C ) is 1.384,
corresponding to China. (Without looking at the data, we know that China is the country
with highest population in this chunk.) We can also discover the ranking of population by
looking at the ranking of parameters γ C . Also, taking an effect such as γCY , we know that
for a given country, the sum of these effects is equal to zero (Eq. (3)). That implies that
we will have a biggest positive and a biggest negative effect γCY for each country. These
defects tell us which years have the biggest influence (positive or negative) in population
for that country. In sum, there is a wealth of information captured by the chunk model.

3.2. Synthetic dataset

We experimented with a synthetic dataset, mostly to determine the scalability of our
approach. In this set, the core cuboid is 4-dimensional, with the four dimensions denoted
by the letters A, B, C and D, with domains 80, 40, 20, 10 respectively. We generated three
datasets that contain 50, 200, and 500 thousand non-empty cells in the core cuboid. The
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density distribution of the values is chosen to follow the following distributions: Normal
with mean 20 and variance 400 (A and B), Normal with mean 15 and variance 25 (C),
and Uniform with mean 10 (D). We also generate the cells values to follow Eq. (6), where
the factors are distributed as follows. Eff A is distributed as U(10, 40), similarly, Eff B as
U(10, 20), Eff C as U(1, 100), Eff D as U(40, 80). We also generate two-factor effect Eff CD

as N (20, 102). This leads to the loglinear model on Eq. (7) being the best fit for the cells.
It is important to point out that this is precisely the model we get when we apply the

Figure 6. Compression using the synthesized dataset, with α = 0.15, β = 0.2, γ = 0.4, MINTUPLE = 500.

Figure 7. Range queries over the synthetic dataset. The graph shows the time to execute the query in seconds
versus the selectivity of the query as a percentage of the number of cells. (Total number of cells is 200,000.) In
both cases (approximated and raw data), no indexes were used.
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Figure 8. Error of range queries over the synthetic dataset, computed from the approximate base cuboid com-
pressed with β = 0.2. (The errors reported are the average over range queries of the same selectivity. Total number
of cells is 200,000.)

backward-forward heuristic described in Section 2.2.

yijkl = 20 × Eff A
i × Eff B

j × Eff C
k × Eff D

l × Eff CD
kl (6)

lijkl = log ŷijkl = γ + γ A
i + γ B

j + γ C
k + γ D

l + γ C D
kl (7)

Figure 6 shows the results on the synthetic dataset. The core cuboid was divided with
parameters α = 0.15 ( minimum density of the chunks), β = 0.2 (maximum error toler-
ated) and 	 = 0.4 (maximum percentage of outliers in the chunk). The table shows the
number of cells in the core cuboid, cells that are retained as belonging to sparse chunks
(Single Cells), number of parameters used by the models (Parameters), number of outliers
(Outliers), and the compression ratio. The results show that for the largest set, the compres-
sion rate approaches 90% (only 10% of the original space is needed to store parameters,
outliers and single cells). The building time grows linearly with the size of the dataset (from
11.73 seconds for the smallest dataset to 140.91 seconds for the largest; a growth of 12 times
for a 10 fold increase of size in the dataset). Figure 7 shows the results of running range
queries against the approximate representation of the core cuboid, and the standard cuboid
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(raw) for the synthetic dataset of 200,000 cells. The graph shows the query time in seconds
in the Y axis versus the selectivity of the query, as a percentage of the cells, in the X axis.
(Each point is the result of averaging 100 range queries of the same selectivity.) The graph
shows that queries over the compressed cube outperform those over the standard cube for
all the range of selectivities. It is important to notice that the times reported in the graph may
be improved by the use of indexes (e.g., commercial products may have a better response
time than the ones reported in the graph for retrieving raw data), however, indexes would
help both, the approximate query answering and the raw data query answering in the same
proportion, so the performance gains of the approximate answering technique would hold.

Figure 8 shows the average error in the answers obtained by range queries as a function
of the selectivity of the query (shown as a fraction of the number of cells in the core cuboid).
The range queries were run over the approximate core cuboid, compressed with a β = 0.2.
As it can be seen from the results, none of the answers exhibits an error that goes beyond
1%, in spite of the 20% error that the individual cells in the cuboid may reach.

4. Conclusions

In this paper, we have presented an effective technique to compress data cubes, trading space
for accuracy of the query answers. We have shown that in real datasets we can achieve a good
compression ratio while still obtaining small errors in the query answers. It is important to
remark that the error in the range query answer is usually much smaller than the error level
threshold when we set for each cell in the modeling phase.

Using some extra space, one can retain the aggregate values for cells in the less detailed
cuboids on the lattice (coarser aggregations), guaranteeing maximum levels of error for
queries on these cuboids (this are hard guarantees, e.g., the error in the query will be less
than or equal than 10%). (This was shown, as an example, in the results presented in figure 5.)
Doing this, one can effectively compete with techniques that choose which cuboids in the
lattice are the most effective to materialize, based on space restrictions (such as the ones
described in Harinarayan et al. (1996)). Those techniques would still have to incur in CPU
and I/O time in trying to answer queries from other cuboids that are not materialized, while
our technique would provide much faster response time at the expense of some errors in
the answers (whose levels are guaranteed).

There are some aspects of this work that merit further research. Among them, we are
trying to evaluate other heuristics for model selection, and other ways of pre-clustering the
cells in the core cuboid before we proceed to divide it into chunks. We are currently experi-
menting with heuristics to reshufle the “rows” of each dimensions in order to obtain denser
regions whose models provide better fitting (thereby decreasing the number of outliers to
be retained). These heuristics, which are based on sampling, bring the added benefit of not
having to pre-compute the core cuboid before we chunk it. In other words, the computation
of the chunks cells and the chunk modeling can be done in the same step. It is worth to
point out that since the heuristics depend on sampling, the reshufling process is linear on
the number of data cube dimensions (d), and thus very practical.

Another idea that we are experimenting with is to keep two sets of models in the chunks
descriptions: the multiplicative loglinear model we described in this paper and an additive
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loglinear model. The reason behind this is that even though additive models are sometimes
a worse fit for datasets, their parameters have some nice properties that can help in speeding
up query processing. For instance, in Eq. (8), we show an additive, saturated model for
4-dimensional data. For instance, the answer of a query that aggregates cells on every
dimension but A, with a fixed value for A can be precisely obtained by using the γ and
γ A

i parameters, without looking at the data. We are currently trying to quantify the gains in
query execution that this idea may bring.

ŷijkl = γ + γ A
i + γ B

j + γ C
k + γ D

l + γ AB
ij + γ AC

ik + γ AD
il + γ BC

jk + γ BD
jl + γ CD

kl (8)

Another aspect that merits further research is that of compressing cubes with many
measures. (This is becoming a standard occurrence in industry; e.g., for a sales data cube,
one might be interested in keeping measures of total sales in dollars, units sold, profit, and
so on.) In the worst case, every measure would require its own set of models parameters and
outliers. (Notice that the compression ratio would not suffer from this, since not compressing
the cube would require to store values for each of the measures in non-null cells, thus
increasing the total size of the data cube.) However, it is possible that some of the measures
can be estimated or approximated from the approximations of others, and we are currently
researching this issue.

Finally, we like to point out that our compressed versions of the core cuboid can serve as
concise data marts for remote clients of the warehouse. (Building smaller data marts that can
be exported to remote machines outside of the warehouse is becoming a standard practice
in industry (Micro Strategy, http://www./microstrategy.com/products/server/features.htm).)
They are ideal to be used in less powerful machines because of their smaller size, and yet
they are powerful enough to not only give approximate answers to queries in the client
side, but also they contain a wealth of mining information in the chunk models. This is in
line with the opinion of some data mining experts who claim that the trend should be in
exporting models and not data to the clients (Fayyad, 1998).

Notes

1. The core cuboid is the set of cells of finest granularity in the lattice for the data cube.
2. Any other cuboid in the data cube can be computed from the core cuboid by aggregating on one or more of

the dimentions.
3. Without loss of generality and to keep the presentation simple, we assume in this paper that the actual attribute

values are consecutive integer values from 0 to ‖Di ‖ − 1 where ‖Di ‖ is i th-dimension attribute domain size,
for example, the actual values {male, female} of attribute Sex in census dataset can be mapped to {0, 1}. For
the general case where the actual attribute values are not necessarily consecutive, we can map each actual
attribute value to its rank.
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