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Abstract—In the big data era of precision medicine, per-
sonal genome sequences are becoming quickly accessed with
a reasonable cost thanks to recent technological advances. We
expect millions of human individuals will have their genomes
sequenced for research, clinical and/or personal use in the coming
years. By nature, our DNA encodes a signature of us that is
marked by genetic variation reflecting our ancestry and disclosing
our susceptibility to health and diseases. With the ubiquitous
availability of our DNA information, genetic privacy emerges as
a valid concern that needs to be carefully addressed. It is thus
necessary to investigate potential risks of genetic privacy and
security in order to promote and enhance data sharing and open
science. In this paper, we present risks and concerns for genetic
privacy, ethics and regulations on sharing genetic data, and
techniques for mitigating privacy infringement and risk including
differential privacy preservation and cryptographic solutions.

I. INTRODUCTION

We are entering a new era of precision medicine, where
the genetic makeup of each human individual is becoming
a commodity thanks to rapid advances in biotechnologies.
The rapid reduction of sequencing cost, has enabled the ac-
cumulation of tens of thousands, and soon millions, of human
genomes sequenced for research, clinical, and personal use.
Hence, sharing data including human genomic information,
is vital for scientific research and social good, toward better
understanding of human health, disease, our surroundings and
society.

However, there is a growing concern of genetic privacy
[1], where the released genetic information could infringe the
privacy, and breach the identity or private traits of human
individuals. The public interest will be best served if we
develop and propagate open standards and technical guidelines
that make it possible to effectively and responsibly share and
interpret this wealth of genomic information.

In this paper, we review the risks and concerns for ge-
netic privacy, ethics and regulations on sharing genetic data,
techniques for mitigating and including, differential privacy
preservation, cryptographic solutions and access control. We
also point to potential directions in genetic privacy in lieu of
precision medicine and connected health.

II. RISKS OF GENETIC PRIVACY

Genetic privacy has recently raised significant interest and
concerns amongst both general public and research communi-
ties. Many organizations such as biobanks, hospitals, research
consortia and companies collect and publish de-identified DNA

sequence and genotype data. For example, the 1000 Genomes
Project (1000GP) [2], [3] provides the public with free services
like browsing and downloading DNA sequence, genotypes of
single nucleotide polymorphisms (SNPs) and other types of
genetic variation, demographic populations, geographical lo-
cations, and gender information from anonymous participants
in different populations.

De-identified genomic data are typically published with
additional metadata such as basic demographic details, in-
clusion and exclusion criteria, pedigree structure and health
conditions that are crucial to the study. Nonetheless, these
pieces of metadata can be exploited to trace the identity of
unknown genomes. For example, the combination of date of
birth, gender and five-digit zip code can uniquely identify 87%
of US individuals [4]. There are extensive public resources
such as voter registries, public record search engines and social
media that link demographic quasi-identifiers to individuals.
One study reported that the identification of 30% Personal
Genome Project (PGP) [5] participants by demographic pro-
files including zip code and birth dates [6].

Information hiding, where removing or hiding partial data
is another technique for preserving data privacy. However, it
is insufficient to hide genetic information at disease risk loci
by simply removing the genotypes or sequences at these loci.
As one of the first openly accessed personal genomes, the
public release of Dr James Watson’s genome sequence [7]
was removed from all gene information about apolipoprotein E
(ApoE). This decision was rooted from respecting Dr Watson’s
wishes for preventing prediction of his risk for late-onset
Alzheimer’s disease conveyed by ApoE risk alleles. However,
linkage disequilibrium (i.e., non-random associations) between
other polymorphisms and ApoE can be used to predict ApoE
status using advanced computational methods [8].

Another study [9] showed that full identities of personal
genomes can be exposed via surname inference from recre-
ational genetic genealogy databases, together with the geo-
graphical locations and ages of the anonymous 1000 Genomes
individuals provided with the 1000GP data release. An em-
pirical analysis estimated that 10-14% of US white male
individuals from the middle and upper classes are subject to
surname inference on the basis of scanning the two largest
Y-chromosome genealogical websites using built-in search
engines. Furthermore, when the adversary gains access to the
DNA sample of the target, he can simply use the identified
DNA to search genetic databases with sensitive attributes (e.g.,
drug abuse). A match between the identified DNA and the
database links the person and the attribute. Such attacks require



only a small number of polymorphisms.

Recently, the Beacon project by the Global Alliance for
Genomics & Health (GA4GH) has been established to pro-
vide data sharing across international institutions, through
an anonymous-access web service (beacon) with only allele-
presence information and thus data holders are expected not
to worry about data privacy or security. However, a recent
study [10] developed a likelihood-ratio test that uses only the
presence or absences of alleles from a beacon to predict if an
individual genome is present or not in the beacon database.
This study suggested that anonymous-access beacons are sus-
ceptible to re-idenification attacks and thus can be exploited
to infringe genetic privacy. Since the Beacon project includes
data with known phenotypes such as cancer and autism, this re-
identification also potentially disclose phenotype information
about individuals whose genomes are present in the beacon.
This study estimated that 3,649 SNPs are required for re-
identification from 1,092 individuals in the 1000GP [2], with a
5% false positive rate (FDR) and 95% power [10]. Interesting,
because our genomes also encode part of our descendants, this
study reported that 34,467 SNPs are required to re-identify for
first-degree relatives of these individuals in the 1000GP with
a 5% FDR and 95% power. This study also demonstrated that
they can re-identify a single genome from PGP [5] participants
by querying the existing beacons 1,000 times [10].

Another important study in genetic privacy introducing
the well-known Homer’s attack [11] showed that publicly
released Genome Wide Association Study (GWAS) statistics
can be used to estimate a GWAS participant’s disease status
from knowing his genotypes at certain risk factors. Thus,
de-identification, a common practice in research and clinical
practice, is insufficient in protecting genetic privacy and con-
fidentiality. This study motivated NIH to switch the genotype
and phenotype data from public domain to controlled access
through dbGaP [12]. European Bioinformatics Institute (EBI)
implements a similar strategy to provide regulation based data
access with controls from a review community. Follow-up
studies [13] reported that the statistics imposed on these studies
can be less reduced for privacy disclosure. Our previous work
[14], [15] further showed that summary statistics in public
GWAS catalog [16], [17] can be mined to help introduce
attacks on personal traits and identities.

Recently, a study [9] reported that surnames retrieved from
public online genealogy databases from genetic markers on
chromosome Y, together with age and geographical location
provided in the 1000GP [2] can be used to disclose the identity
of individuals. In accompany with this study published in
Science, the NIH leaders of the 1000GP consortium published
an article reviewing the ethic indications related to this study,
and took the age information for the 1000GP individuals from
public domain to controlled access via dbGaP.

A recent study demonstrated that expression data could be
used to predict the individuals’ genotypes at particular loci
[18]. This brings another genetic privacy concern as RNA
sequencing has become a mature technology to characterize
gene expression levels of many cell types and tissues of
humans. Combined with DNA sequencing and releases of
expression quantitative trait loci statistics, the open access
to gene expression and RNA sequencing data is yet another
potential source of privacy disclosure.

III. ETHICS AND REGULATIONS

Over the years, the community has accumulated expe-
riences with walking a fine line between genetic privacy
and open-data access. We now review pertinent ethics and
regulations to mitigate and protect genetic privacy.

Advances in technologies are followed by and in company
with concerns, debates, and controversies on a wide range
of topics in ethics, regulations, laws regarding protection and
preservation of genetic privacy. Although in many cases these
regulations and laws have lagged behind, they do have sig-
nificant impact on research, education and clinical practice of
personal genomics. As indicated by recent privacy and identity
infringement work, protecting genomic anonymity becomes
next to impossible because researchers increasingly combine
patient data with many types of data from social-media posts to
entries in genealogy databases. Therefore, we need to enhance
and broaden our educational efforts to train our students,
researchers, medical practitioners, and general public about
these available resources for genetic privacy protection.

Many large human genomes projects provide ethic edu-
cation such as the Human Genome Project [19], HapMap
project [20], the 1000 Genomes Project [21], and the Personal
Genome Education Project (PGeD [22]. The community is also
building ethics about genetic counseling, prenatal screening
and incidental findings.

Besides, there are regulations and laws on genetic privacy
protection including the Standards for Privacy of Individually
Identifiable Health Information (Privacy Rule), the Health
Insurance Portability and Accountability Act of 1996 (HIPAA),
restrictions on the use or disclosure of de-identified and
protected health information. However, HIPAA only protects
hospital data and thus lags behind in protecting genetic data
generated from commercial service providers. With the rapid
advances of the human genetics and genomics, we expect that
the amendments of these laws and regulations rise above the
horizon in the near future.

Anecdotes and accidents in sharing genomic data are in
company with design and modifications of regulations on
data access ever since genomic data became public. The
well-known Homer’s attack [11] motivated NIH to move the
genotype and phenotype data from public domain to controlled
access through dbGaP [12].

The study of inferring identity of 1000GP individuals from
triangulate age, geographical location, and surnames retrieved
from chromosome genetic signatures [9], prompted leaders of
the 1000GP consortium published an article reviewing the ethic
indications related to this study, and took the age information
for the 1000GP individuals from public domain to controlled
access.

IV. TECHNIQUES FOR PRIVACY PROTECTION

We summarize techniques for privacy preservation from
three broad perspectives: differential privacy preservation,
cryptographic solutions, and access control.

A. Differential Privacy Preservation

The privacy preserving data mining community has ex-
pended great effort in developing sanitization techniques to



effectively anonymize data so that the sanitized data can be
published or shared with others [23]. The aim is that an honest
analyst should be able to perform a variety of ad hoc analysis
and derive accurate results whereas a malicious attacker should
be unable to exploit the published data to infer private infor-
mation about individuals. Researchers have proposed various
privacy models such as k-anonymity [24], l-diversity [25],
and t-closeness [26] and developed sanitization approaches
including suppression, generalization, randomization, permu-
tation, and synthetic data generation. All of these sanitization
approaches adopt the idea of pre-processing the raw data such
that each individual’s record or her sensitive attribute values
are hidden within a group of other individuals. However, there
is no guarantee to achieve rigorous privacy protection since
they could not completely prevent adversaries from exploiting
various auxiliary information to breach privacy.

Differential privacy [27], [28] is a paradigm of post-
processing the output of queries such that the inclusion or
exclusion of a single individual from the data set makes no
statistical difference to the results found. Differential privacy
is agnostic to auxiliary information an adversary may possess,
and provides a guarantee against arbitrary attacks.

Definition 1. (ε-differential privacy) [27]. A mechanism K
is ε-differentially private if for all databases x and x′ dif-
fering on at most one element, and any subsets of outputs
S ⊆ Range(K),

Pr[K(x) ∈ S] ≤ exp(ε)× Pr[K(x′) ∈ S] (1)

Differential privacy focuses on comparing the risk to an
individual when included in, versus when not included in the
database, which is different from prior work on comparing
an adversary’s prior and posterior views of an individual.
Differential privacy research has been significantly studied
from the theoretical perspective, e.g., [29]–[34]. Different types
of mechanisms (e.g., the Laplace mechanism [27], the smooth
sensitivity [35], and the perturbation of objective function
[30]) have been studied to enforce differential privacy. The
classic Laplace mechanism for achieving differential privacy
computes the sum of the true answer and random noise gener-
ated from a Laplace distribution. The magnitude of the noise
distribution is determined by the sensitivity of the computation
(∆f ) and the privacy parameter (ε) specified by data owner.
The sensitivity of a computation bounds the possible change
in the computation output over any two neighboring databases
(differing at most one record). The privacy parameter controls
the amount by which the output distributions induced by two
neighboring databases may differ (smaller values enforce a
stronger privacy guarantee).

Theorem 1. [27] For f : D → Rd, the mechanism
Kf that adds independently generated noise with distribution
Lap(∆f/ε) to each of the d output terms satisfies ε-differential
privacy, where the sensitivity, ∆f , is ∆f = maxx,x′‖f(x) −
f(x′)‖1 for all x, x′ differing in at most one element.

There are extensive studies on the applicability of enforcing
differential privacy in real world applications, e.g., collabora-
tive recommendation [36], logistic regression [30], [37], [38],
publishing contingency tables [39] or data cubes [40], privacy
preserving integrated queries [41], deep learning [42], [43],

computing graph properties such as degree distributions [44]
and clustering coefficient [45], and spectral analysis [46] in
social network analysis. Enforcing differential privacy in ge-
nomic data has also been studied in [47], [48] where statistics
(e.g., the allele frequencies of cases and controls, chi-square
statistic and p-values) and logistic regression were explored
on GWAS data. However, these differential privacy techniques
often require a large amount of noise for releasing GWAS
statistics, which renders the perturbed results impractical. For
example, in a SNP data set, x = {x1,x2, ...,xnc+nt} which
contains nc cases and nt controls, each SNP profile xi contains
N SNPs. The purpose of a typical GWAS study is to discover
K SNPs that are most significantly related with the trait under
study. One naive approach for differentially private releasing K
most significant SNPs based on a given statistics f (e.g., chi-
square statistic) is to add the Laplace noise Lap(Nε ∆f) to the
true statistic value of each of N SNPs and then output K SNPs
with most significant perturbed statistics values. However,
this naive approach is infeasible in GWAS because the noise
magnitude of Lap(Nε ∆f) is very large due to the large number
of SNPs (N ) and the potentially large sensitive value ∆f for
some statistics f (e.g., odds ratio).

We are currently developing an efficient differential pri-
vacy preservation prototype system for releasing genomic data
statistics and conducting advanced genomic data analysis. The
prototype system consists of a suite of novel privacy preserving
technologies, which expects to add much smaller amounts
of noise to results while satisfying the differential privacy
requirements. We briefly introduce our approaches below.

First, our differential privacy preserving technologies ex-
plore the use of divide-and-conquer strategy to preserve differ-
ential privacy when releasing complex summary statistics. In
genomic data analysis, these test statistics such as a chi-square
often have a high sensitivity. The use of divide-and-conquer
strategy can help derive accurate sensitivity values of various
test statistics. Generally, each genomic statistics and advanced
analytical methods can be decomposed into a sequence of
unit queries or computational modules. For each unit query or
computational module, we introduce noise to the calculation
in order to maintain its differential privacy requirement. For
example, if we decompose a computation f into a sequence
f1, · · · , fm, we can achieve ε-differential privacy of f by
running K with noise distribution Lap(

∑m
1 ∆fi/ε) on each

fi. However, this straightforward adaptation could lead to poor
performance since (unnecessarily) large noise is introduced.
Hence, our approach exploits correlations among unit queries
or computational modules to determine the (approximately)
optimal decomposition so that we can accurately estimate
the sensitivity of the complex computation f . Similarly, we
use query transformation approaches to reduce noise when
multiple statistics or computation tasks are present.

Second, our differential privacy preserving technologies are
tailored for releasing summary statistics of genomic data with
a very large number of attributes (e.g., SNPs and genes) but
a small number of individuals. In a typical genomic study,
the number of attributes (e.g., correlations between SNPs)
is several orders of magnitude greater than the number of
participants in the study. The amount of random perturbation
that must be applied to mask the contribution of any single
individual scales with the number of outputs and often renders



the perturbed results unusable. Our approach adds noise cali-
brated to the smooth sensitivity [35] based on the exponential
mechanism. The idea is to apply a score function q : R×D →
R that assigns a value to each possible pair between the output
and the input database. The exponential mechanism εεq,∆ has
output distribution Pr[εεq,∆ = r] ∝ e

q(r,D)ε
2∆ . In particular, we

use different score functions to yield a high probability for the
correct output under the exponential mechanism. Moreover, it
has been shown that a majority of SNPs in genomic studies
are non-sensitive [49]. Our technologies extend the classic
differential privacy on row data about a particular individual to
that on a subset of sensitive SNPs in order to achieve the goal
of enabling accurate analysis of genomic data while preserving
differential privacy at different levels. In [29], the authors
developed an effective differential privacy preserving method
on how release the most significant patterns together with their
frequencies in the context of frequent pattern mining. The
authors in [47] adapted this method to GWAS and achieved
good performance as the magnitude of the added noise is
proportional to the number of significant SNPs K rather than
the total number of SNPs N . We will also examine this
approach in our research.

Third, our differential privacy preserving technologies in-
clude various differentially private regression models for ge-
nomic data analysis. Genomic studies often involve continuous
data (e.g., continuous phenotype traits such as blood lipid
levels or heights) in addition to categorical SNP genotypes.
Hence various regression models (e.g., linear regression, lo-
gistic regression, lasso models) have been developed and
adopted in genomic studies. The authors [50] showed that
an individual’s participation in a study can be inferred when
regression coefficients from quantitative phenotypes are avail-
able. Hence, it is imperative to develop differential privacy
preserving regression models for genomic data analysis. Most
regression analytical methods often iteratively optimize some
objective functions with various constraints. For example, a
linear regression model assumes that the response is a linear
function of the attributes, i.e., there exists a coefficient vector
w ∈ Rd and random residual error δ such that y = wTx+ δ.
A linear regression model is then to estimate ŵ that minimizes
the objective function

∑n
i=1(yi−wTx). However, the classic

approach of directly perturbing the output coefficients of the
regression algorithms requires an explicit sensitivity analysis,
which is often infeasible. We study the feasibility of solving a
perturbed objective function based on a theoretical framework
in [30] (i.e., adding Laplace noise to the coefficients of the
objective function used to drive linear regression) and explore
what perturbations could incur least potential utility loss in
terms of accuracy of analysis output.

Finally, we develop new differential privacy models for
advanced analytical methods such as meta analysis and epis-
tasis analysis. For meta analysis, researchers often convert the
individual test statistics into z scores and use odds ratios when
the phenotype is dichotomous and regression coefficients when
the phenotype is continuous. In [51], the authors proposed the
use of hierarchical Bayesian models for GWAS meta analysis,
which allows the incorporation of evidence from other sources
through a prior function. In our prototype system, we plan to
develop differential privacy preserving tests of heterogeneity
and differential privacy preserving hierarchical Bayesian mod-

els. In epistasis analysis, exhaustive examination of all pairwise
interactions or higher-order interactions is impractical due to
huge computational cost. For example, with n SNPs, there are
Ckn k-way interactions. We plan to develop differential privacy
preserving algorithms for graphical gaussian modeling based
pairwise interaction [52], loglinear modeling based multi-way
interaction [53], [54] as well as the application of graphical
decomposition theorem [55] to improve the performance.

B. Cryptographic Solutions

Cryptographic studies have considered the task of out-
sourcing computation on genetic information to third par-
ties without revealing any genetic information to the service
provider. Recent cryptographic work has suggested homo-
morphic encryption for secure genetic interpretation. In this
method, users send encrypted versions of their genomes to
the third party for interpretation. The interpretation service
cannot read the plain genotypic values (because it does not
have the key) and executes the analytical algorithms on the
encrypted genotypes directly. Because of the special mathe-
matical properties of the homomorphic cryptosystem, the user
simply decrypts the results given by the interpretation service
to obtain the analytical results. In the whole process, the user
does not expose genotypes or any sensitive information to the
service provider, and interpretation companies can offer their
service to users who are concerned about their privacy.

Another technology basis is secure multiparty computation
(SMC). SMC allows two or more entities, each of which
has some private genetic data, to execute a computation on
these private inputs without revealing the input to each other
or disclosing it to a third party. A method was developed
[56] to identify genetic relatives without compromising privacy
by using a cryptographic construct called a secure genome
sketch (GS) related to the theory of error-correcting codes,
as a representation of an individual’s genome segments. The
authors then projected the comparison of individuals’ genomes
to segment matching of these secure GSs, and the computation
of a set distance between two GSs is performed only when their
distance is within some threshold. Applications of this method
to human genomic data showed that it can be used to identify
first-order parent-child relationships in the HapMap data [57],
and second-order relationships in the 1000GP [2].

In the settings of genetic testing and genomic medicine,
there are concerns about protecting privacy not only from
individuals who search for drugs matching their genetic fea-
tures, but also pharmaceuticals who feel reluctant to reveal
specific genetic biomarkers for their drugs. Several works
[58]–[60] developed cryptographic protocols for these queries
assuming that a user holds a copy of her genome sequence
and a pharmaceutical holds a substring of her DNA sequence.
Then the query of if the user has some genetic biomarkers
and thus can use the drug, can be mapped to a problem of
string matching with the guarantee that the user learns nothing
about the biomarker substring from pharmaceuticals and the
pharmaceuticals has no record of the user’s genome. Another
study [61] developed a privacy-preserving protocol based on
bilinear maps for personalized genetic testing by leveraging the
cloud storage and computing for increasing service availability
and reducing computation and communication overhead of
end-users.



C. Access Control

Similar to the current dbGaP regime [12], a classic model
for access control allows users to download data only after
approval has been granted and under defined conditions (e.g.
users store data in a secure location and will not attempt
to identity individuals). An alternative model for access con-
trol uses a trust-but-verify approach, in which users cannot
download data without restrictions but, on the basis of their
privileges, may execute certain types of queries, which are
recorded and audited by the system. The monitoring has the
potential to deter malicious users and facilitate early detection
of adverse events. Recent studies have proposed trustworthy
frameworks [62] that facilitate trust in genetic research to
provide a sustainable solution while reconcile genetic privacy
with data sharing. Another model of access control is allowing
the original participants to grant access to their data instead
of delegating this responsibility to a data access committee.
In this participant-based access control setting, private access
operates a service that manages access rights and mediates the
communication between researchers and participants without
revealing the identity of participants. A trusted agent holds the
participants’ health data, offers stewardship regarding privacy
preferences and grants access to data on the basis of partici-
pants’ decisions.

V. CONCLUSIONS

The big data picture arising from data deluge pertinent
to humans has pushed the boundaries between disciplenaries
toward better understanding of our health and disease. With
the ubiquitous availability of our genomes and other connected
data, there is a growing concern of genetic privacy and security
for those individuals who have their genomic sequenced.
Besides, this also raises concerns about their family members
and descendants, as genetic makeups are inherited and related
even in remote family members.

A recent release of the whole genome sequence of Hela
cells, one of the most widely used yet ethically controversial
cell lines, has generated significant debate on the genetic
privacy of Henrietta Lacks (the source of Hela cells) and
her descendants encoded in the released sequence. Due to
the controversy and concerns from the family, general public
and scientific communities, the sequence of Hela cells was
taken off from public domain. After months of negotiation
and discussions with the involvement of federal agencies, the
Hela sequence is now under controlled access from dbGaP [12]
and the applications for data access has to be reviewed by a
committee composed of scientists and Lacks family members.

Therefore, it is critical to promote open science and data
sharing to utilize the full potentials of big data. In the
meanwhile, we should respect valid privacy concerns from
individuals and institutions and provide appropriate yet effi-
cient privacy protection mechanisms for such cases. A whole
panel of complementary methods for privacy protection is
necessary ranging from reforming of clinical and biomedical
research regulations [63], enhancing the conventional consent
forms [64], building trust and trust-worthy frameworks, and
developing privacy protection methods for sharing genomic,
electronic health records and clinical data [65], [66].
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