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Introduction
• 3D CNNs are more computationally intensive than 2D CNNs and generate far more intermediate

results during execution as the input is a video volume instead of a single image, causing greater
memory capacity and bandwidth demands.

• Accelerator designs for 2D CNNs are not fit for accelerating 3D CNNs directly.
• Due to kernel temporal depth in 3D convolutions, the weight matrix and the feature matrix are 

both enlarged which leads to either inefficiency in storage or complex memory access patterns.

• The uniform architecture can be designed for both the 2D and 3D CNNs which is based on the 
idea of mapping convolutions to matrix multiplication operations.

• An efficient matrix mapping module avoids data replications by reusing the overlapped data 
during the sliding of convolutional windows.

• Splitting strategy can be used to handle limited on-chip memory by dividing convolutional layer 
with a large amount of input channels into convolutional layers with a  smaller amount of input 
channels. 



Contributions
• A uniform accelerator architecture design supporting both 2D and 3D CNNs, based on the idea of

mapping convolutions to matrix multiplication operations.

• Model the resource utilization and throughput performance of the architecture, which helps to
configure an accelerator on a specific platform within certain constraints including hardware
performance, memory bandwidth and clock frequency.

• Implement the accelerator on the Xilinx VC709 board with the High-level synthesis (HLS) and
tested on AlexNet, VGG16 and C3D.



Accelerator Design Directions
• Operations in Convolutional Layers of 2D CNNs

• Each pixel in the output feature is given by

• Operations in Convolutional Layers of 3D CNNs
• Each pixel in the output feature is given by

• The number of input channels can be enlarged by the factor of d which gives
the similar equation to that of 2D CNN.



Accelerator Design Directions
• Convolution as Matrix Multiplication

• 2D convolutions can be mapped as matrix multiplication operations by flattening and rearranging the weights and
input features.

• All kernels  belonging to the same group are flattened horizontally to 
form a row of the weight matrix.

• All the pixels covered by the first convolution window in each channel are
flattened vertically to form the first column of the feature matrix.

• 3D convolutions can also be mapped as matrix multiplications with the 
similar method.

• Mapping convolutions as matrix multiplication operations introduces a 
high degree of data replications. This issue is solved by customized matrix
matrix mapping module.



Accelerator Design Directions
• Splitting Strategy

• In a convolutional layer of a large-scale 2D CNN model, the number of input channels are very large which requires
lot of on-chip memory to store the input features.

• In case of 3D convolutional layer, the number of input channels is further enlarged by a factor of d.
• Split a convolutional layer with a large number of input channels to multiple convolutional layers with a smaller

number of input channels.
• A sum layer is introduced to accumulate the results of two convolutional layers.



Hardware Architecture Design
• Matrix Mapping Module

• avoids data replications by reusing the overlapped data during the sliding of convolutional windows.
• generate k rows of data in the feature matrix by simply shifting the related row in the input feature k times
• When the convolution window slides vertically across the rows, K-1 rows are overlapped which can be reused when the

convolution window slides across the columns.



Hardware Architecture Design
• Matrix Mapping Module

• To save on-chip memory consumption, store only K+ stride rows for each channel of the input feature instead of the
entire input feature.

• The matrix mapping module loads k rows of each channel at the beginning, shifts each row k times to generate c * k
* k rows, and writes the feature matrix block to the feature FIFOs.

• After loading the FIFO, the matrix multiplication starts and calculates the first row of the output feature.
• In the next step, the stride rows of input feature will be loaded and replace the previous stride rows.



Hardware Architecture Design
• 2D MAC array

• A matrix partitioning strategy is adopted to compute the whole output matrix with the 2D MAC array.
• The weight matrix is partitioned along row dimension and feature matrix is partitioned along column dimension.
• 2D MAC array achieved the parallelism of convolution in two ways: the output channel loop is unrolled by a factor of

mr (mr channels of the features can be calculated in parallel) and the column loop of each channel is unrolled by a
factor of mc (mc pixels in the same row of a channel can be computed in parallel).



Hardware Architecture Design
• Buffer

• Three buffers for caching data: weight buffer is used for kernels in conv layers and weights in FC layers, feature buffer
for input features and output buffer for output features.

• As mr rows of kernel data and mc rows of feature matrix is required for 2D MAC array, mr Block RAMs are assigned
for weight buffer, mc + 2* pad for feature buffer and mc Block RAMs are assigned for output buffer.

• To achieve pipelining, the feature buffer pre-caches stride rows of input feature during matrix multiplication and the
ping-pong strategy is used on the output buffer.



Accelerator Architecture
• With an implemented accelerator, a specific CNN model is 

computed layer-by-layer by a sequence of macro-instructions.



Evaluation
• Experimental Setup

• Accelerator was implemented on a Xilinx VC709 board with 3600 DSP slices.
• AlexNet, VGG16, and C3D CNN models for testing the accelerator.

• Experimental Results

Fig: Hardware resource utilization of accelerator



Evaluation
• Experimental Results on three CNN models

• The accelerator achieved an overall throughput of 231.6 GOP/s on AlexNet, 691.6 GOP/s on VGG16 and 667.7 GOP/s on C3D.



Evaluation
• Comparisons between the CPU, the GPU and accelerator

• 7.5 times improvement on VGG16 and 8.2 times improvement on C3D in terms of throughput and latency compared to CPU.
• 39.8 times improvement on VGG16 and 43.9 times improvement on C3D in terms of power efficiency compared to CPU.
• The Titan X Pascal GPU had an advantage of 6.9-fold on VGG16 compared to the accelerator.
• Accelerator achieved better power efficiency than the GPU: 2.3-fold on VGG16 and 2.0-fold on C3D



Evaluation
• Comparisons with previous accelerator implementations

• The accelerator is better than [18,22] in terms of performance density.
• [17] implemented the Winograd algorithm and has better performance density than the accelerator but Winograd is not

suitable for varying kernel size and varying stride as Alexnet.



Conclusion

• Architecture is more generic, which supports accelerating different 2D and 3D CNN models without reconfiguring the
FPGA.

• The proposed uniform architecture ensures fast development of 2D and 3D CNN accelerators with state-of-the-art
performance in throughput, latency, and energy efficiency.
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