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Abstract—Increasing computation demands with limited
power budget require more energy-efficient designs without
performance degradation in embedded systems and mobile com-
puting platforms. Reconfigurable computing is an alternative to
optimize both performance and power consumption. However,
due to the complexity of hardware design, implementing ded-
icated accelerators usually lacks flexibility and productivity. In
this work, our previous hybrid parallel co-design framework is ex-
tended. By using the partial reconfiguration technique, a dynamic
reconfiguration scheme is presented to optimize both performance
and power consumption without losing the programming flexi-
bility. In addition, spin-torque transfer magnetoresistive RAM
(STT-MRAM) LUTs are exploited to replace traditional SRAM-
based LUTs for further reducing the static power consumption.
The results show that dynamic scheduling with hardware kernels
implemented in STT-MRAM LUTs is 7.7 times better than the
purely software implementation in terms of the product between
the performance and the energy. Besides, when comparing STT-
MRAM and SRAM hardware kernels, the STT-MRAM kernels
have significant advantages over SRAM ones on the power
consumption, especially the static power consumption.

I. INTRODUCTION

As mobile devices (e.g., mobile phones, tablets, and wear-
able computers) become pervasive, new demands and chal-
lenges emerge in this field [1]. On the one hand, most mobile
devices are powered by batteries, which provide a quite tight
power budget for carrying out the computation on them. On
the other hand, more and more highly computation-intensive
applications (e.g., image processing, high-definition games) are
deployed on mobile devices. It becomes critical to provide a
solution that can achieve both high performance and energy
efficient for mobile devices, and in a broader range, the
embedded systems.

State-of-the-art Field-Programmable Gate Arrays (FPGAs)
are capable of hosting both programmable logics and dedicated
hard processor cores in one single chip [2], which makes it a
promising alternative for or an addition to mobile computing.
With the help of fully customized hardware accelerators in FP-
GAs, applications can be accelerated with significant speedups.
However, the complexity of designing hardware accelerators is
an intimidating barrier for system and application developers.
At the same time, achieving performance speedup by using
dedicated hardware usually lacks the flexibility. In most cases,
hardware architectures have to be re-designed according to
different applications. One way to address the flexibility issue
is to implement multiprocessor system-on-chip (MPSoC) with
both general-purpose processors and programmable logics
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Fig. 1. Execution time of matrix multiplication by using software and
hardware kernels for different input sizes.

to support hardware/software co-design and co-scheduling.
Meanwhile, as the processing technology scaling down in
CMOS chips (i.e., FPGAs, and ASICs), CMOS threshold
voltage and supply voltage fail to decrease linearly [3]. We
evaluate our hardware platform with different configurations
(i.e., pure software, pure hardware, and hybrid modes). The
static power consumption usually accounts up to one third of
the total power consumption (including dynamic power and
static power).

In this work, we extend our previous hybrid parallel com-
puting framework to support dynamic task-level scheduling
between general-purpose processors and dedicated hardware
accelerators to achieve the optimization of both performance
and power consumption without losing the programmable
flexibility. For further power reduction, the emerging spin-
torque transfer magnetoresistive RAM (STT-MRAM) LUTs
is exploited to replace the traditional SRAM-based LUTs
in FPGAs. STT-MRAM, which is compatible with CMOS
fabrication, is a promising alternative for next-generation
memory [4]. Comparing with SRAM-based LUTs fabricated
in FPGAs, STT-MRAM LUTs have advantages of the non-
volatility and the negligible leakage power consumption [5].
The negligible power leakage is critical to reduce the static
power consumption of a device, which typically accounts
up to one third of the total power consumption of modern
chips [3]. In this paper, we leverage the STT-MRAM LUTs
design from [6], which is a specialized STT-MRAM LUTs
employing differential current-mode logic (DCML) [7].



As a motivating example, we examine the application of
matrix multiplication running on our hybrid platform. In the
matrix multiplication C = A × B, both A and B are square
matrices and of the same size. Each matrix element is a 32-bit
floating-point number. Hardware implementation with partial
reconfiguration (PR) enabled and software implementation are
examined, respectively. Execution time of two implementations
varies among different input sizes as shown in Figure 1. In
order to fully demonstrate our observations two different PR
configuration with different PR loading speeds (e.g., PR1 for
the low speed, and PR2 for the high speed) are examined
in this example. When dealing with small input sizes, the
advantages of hardware acceleration are hidden due to the
partial reconfiguration overhead. However, as the input size
increases, hardware implementation starts outperforming soft-
ware. Regarding the performance, this observation provides
the trade-off between hardware and software implementations
when both implementations are available for scheduling.

The major contributions of this paper are as follows:

• A hybrid co-design framework with dynamic task
scheduling. The parallel programming model on the
framework leverages many features from OpenCL.
The kernel programs can be compiled into software
kernels and hardware ones with heterogeneous com-
putation resources through our automatic design flow.

• By extending partial reconfiguration techniques on
this co-design platform, hardware kernels for different
applications and different LUTs can be re-loaded
into FPGA by scheduling algorithms to achieve the
optimization of both energy and performance.

• STT-MRAM LUTs are enabled for the hybrid design.
By analyzing the power and performance estimation,
traditional SRAM LUTs in FPGA are replaced with
STT-MRAM LUTs for further power reduction.

The remainder of the paper is organized as follows.
Section II introduces the background of STT-MRAM and
discusses the related work on energy-efficiency optimization
using STT-MRAM. Section III introduces the improved hard-
ware architecture and its corresponding co-design flow. In
Section IV, the metrics and dynamic scheduling methods are
discussed. In Section V we introduce the estimation of power
and performance with evaluation methodology and its results.
We conclude this work and discuss some of our future work
in Section VI.

II. BACKGROUND AND RELATED WORK

We first summarize the STT-MRAM techniques in this
section and then the related work will be discussed.

STT-MRAM uses a Magnetic Tunnel Junction (MTJ) as
the memory storage to store binary information. As Figure 2
shows, an MTJ module consists of two ferromagnetic lays
and an MgO layer in the middle. The differences in mag-
netic directions of two ferromagnetic layers are leveraged to
represent the binary information. The magnetic direction in
reference layer is fixed, and the direction in free layer can be
changed by applying write current. Figure 2(a) represents the
high resistance state, which indicates a ‘0’ state. In this state,
the magnetic directions are different. When the write current
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Fig. 2. Two states of an MTJ module.

is applied to MTJ module, the magnetic direction in free layer
can be changed to be the same with the one in reference layer.
As Figure 2(b) shows, the low resistance state indicates a ‘1’.

Previous work mainly focus on using STT-MRAM to build
non-volatile memory, especially for cache design. For STT-
MRAM built caches, the capacity is four times larger than
SRAM ones with the same chip area. Besides, STT-MRAM
caches have nearly zero leakage power, which makes it suitable
to build caches [8]. However, due to its large write energy and
long write latency, a hybrid cache with data migration policy
is usually designed [9]–[11].

In [6] the functional unit in a general-purpose processors
is designed by using STT-MRAM LUTs. Power, area, tem-
perature and performance are considered. The work in [7]
mentions that the specified STT-MRAM based LUTs are
better than the LUTs using SRAM array. Their paper also
evaluates the performance and power consumption of STT-
MRAM LUTs design. The work in [12] provides more details
on how different MJT design will affect the performance, area,
and energy.

III. HYBRID CO-DESIGN FRAMEWORK

We extend the previous hybrid framework to support partial
reconfiguration (PR) technique and the use of STT-MRAM
LUTs [13]. Figure 3 demonstrates the hybrid hardware plat-
form that is extended in this work. Besides SRAM LUTs
hardware kernels, we extend STT-MRAM LUTs hardware
kernels. All hardware kernels are configured as PR-enabled.
When running different allocations, these PR regions can be
reconfigured to corresponding applications. Host programs run
on the Global Host. Correspondingly, kernel programs execute
on GCUs. One GCU consists of several computation resources:
one local host in charge of computation and coordinating the
execution inside the GCU; several general-purpose processors
on which software kernels will run; and several PR regions
built with SRAM LUTs and STT-MRAM LUTs respectively.
Local host, software, and hardware kernels will request an 2-
Dimensional local ID from local scheduler when the current
one is finished. Local scheduler allocates local IDs with the
principle of first-come, first-served (FCFS). Barriers provide a
hardware synchronization mechanism within each GCU. When
a barrier request is received by a barrier from any work-item
in one group, other work-items cannot get the released signals
from this barrier until they all send the barrier requests to the
barrier. Once the released signals are obtained by work-items,
they will continue proceeding. Global scheduler will allocate
group IDs to each GCU. DMA connected with global bus and
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Fig. 3. Hybrid co-design hardware platform.

ICAP module is used to stream PR bitstream files from global
memory to ICAP module.

Figure 4 demonstrates our hardware and software co-design
flow that is also extended in this work. We utilize state-of-
the-art commercial high-level synthesis (HLS) [14] tools to
generate hardware bitstreams that will be implemented on PR
regions as hardware kernels. Combining with hardware and
software libraries that provide an OpenCL-like APIs, HLS
tools and MicroBlaze compilers can generate hardware and
software kernels from similar kernel programs through our
automatic generation tools. In this way, the performance of
application is improved by using hardware accelerators without
losing productive and flexibility. Hardware kernels are assem-
bled into the hybrid framework shown in Figure 3. Software
kernels, host programs and bitstream files of PR regions are
loaded into private, and global memory, respectively.

IV. DYNAMIC PARTIAL RECONFIGURATION

A. Metrics

In a homogeneous MPSoC on FPGA, when running dif-
ferent applications, the changes of the power consumption of
computation resources are usually negligible. In this case, the
energy is mainly determined by the execution time. Therefore
the energy can be used as a metric to evaluate a system.
However, in a heterogeneous MPSoC, even running the same
application, the power consumption among different com-
putation resources (e.g., MicroBlaze, ARM, and dedicated
hardware accelerators) varies a lot, as well the execution time.
Energy and execution time need to be considered together to
evaluate a system. In this paper we use

ε = PT 2 = ET (1)

as the metric to evaluate our targeted system [15]. P , E, and
T are the power, energy and execution time, respectively. The
goal of the run-time scheduling is to minimize ε.

B. Profiling

The scheduling program runs on the global host. Based
on the given application and its input sizes, the global host
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Fig. 4. Hybrid co-design compilation flow.

decides which scheme is used to implement this application.
We propose three different schemes including:

1) Pure Software (SW): Application runs on general-
purpose processors without any acceleration from
hardware.

2) Hardware Kernels with SRAM LUTs (HKSRAM):
Application runs on hardware kernels after its bit-
stream is downloaded into SRAM PR regions.

3) Hardware Kernels with STT-MRAM LUTs (HK-
STT): Application runs on hardware kernels after
its bitstream is downloaded into STT-MRAM PR
regions.



#define _HOST_
//Include software libraries
#include "../HCL/hcl.h"
void app_implementation(type scheme) {
if (isPR(scheme))
do_PR(app_type);

{
//Allocate global memory

}
setLocalSize(...);
setGroupSize(...);
setKernelArg(0,...);
kernelStart();
kernelFinish();

}
int main () {
//Initial global host
initCore();
while (!isFinish()) {
get_app_task(app_type,app_size);
scheme = check_lookup_table(app_type,app_size);
app_implementation(scheme);

}
return 0;

}

Fig. 5. Pseudocode of the basic scheduling algorithm.

Downloading hardware kernels into PR regions is handled
by the global host. In our current work, the value of ε cannot
be fetched during runtime. Therefore, an off-line evaluation
of each application with different input sizes is performed. A
lookup table saved on the global host will record the minimal
value of ε with its corresponding scheme after the off-line
evaluation. We propose two scheduling algorithms as follows.

C. Basic scheduling (BS)

Pseudocode of basic scheduling is provided in Figure 5.
Before continuing to the next task, application type and
input sizes are fetched from execution queue. Lookup table
stores the minimal ε resulted in from one of the following
three scenarios: (1) Running on general-purpose processors
as SW scheme; (2) Reconfiguring SRAM PR regions with
corresponding hardware kernels, and running as HKSRAM
scheme; (3) Reconfiguring STT-MRAM PR regions with cor-
responding hardware kernels, and running as HKSTT scheme.
ε is calculated by using the corresponding power and total
running time (including PR time and kernel execution time).
After checking with lookup table, the scenario resulting in the
minimum ε will be chosen to load.

D. Enhanced scheduling (EH)

With enhanced scheduling, some PR overheads can be
saved. In case where the next task and the previous task share
the same application and hardware kernel scheme (HKSRAM
or HKSTT), there is no need to perform the PR again. The
current task can run as hardware kernel without reconfiguring
the PR region. In enhanced scheduling, besides the three
scenarios in basic scheduling, another two scenarios should
be added to achieve the minimum ε: kernels running as (4)
HKSRAM and (5) HKSTT schemes, respectively, without
reconfiguring PR regions. Function check lookup table needs
to be modified as Figure 6 shows.

check_lookup_table() {
if (isSRAMReconfiged())

if (isMatchCurrApp()) {
//Get minimal value from scheme 1,2,3,4

}
else if (isSTTReconfiged())

if (isMatchCurrApp()) {
//Get minimal value from scheme 1,2,3,5

}
else {

//Get minimal value from scheme 1,2,3
}

}

Fig. 6. Pseudocode of check lookup table in the enhanced scheduling
algorithm.

V. EXPERIMENTS AND RESULTS

A. Micro benchmarks and platform configurations

We evaluate three micro benchmarks that will appear in
embedded applications. They are listed as follows:

Matrix Multiplication: Two two-dimensional floating-point
square matrices are used as the input data, and one 2D matrix
will be computed as the output result. Different input sizes are
examined.

Convolution: We conduct a one-dimensional convolution.
The input data is an integer array with different lengths. The
filter size is always of 128 elements. The output array is
divided into different small arrays with the same size for
OpenCL programming model.

Pre-scan: Addition is used as the operation. Input linear
arrays are examined with different sizes. The output array has
the same length as the input array. Each element of the output
array is the sum of previous elements of the input array.

Each benchmark has three versions: the software one, the
hardware one with SRAM LUTs, and the hardware one with
STT-MRAM LUTs. Because we use SRAM LUTs to emulate
STT-MRAM LUTs, the last two versions actually share the
same bitstream. Experiments are conducted by using Vivado
2014.2 with the corresponding Vivado HLS tools. Xilinx
Kintex-7 is chosen as the FPGA platform. Hardware platform
configuration is shown in Table I. The default hardware config-
uration consists of 4 GCUs. Each GCU has four MicroBlazes,
of which one is used as local host, and the other three are
normal slaves. In addition, there are totally six PR regions
assembled into each GCU. Three PR regions are for SRAM
LUTs hardware kernels, and the other three are for STT-
MRAM LUTs hardware kernels. The resource utilization of
default platform without any PR regions is shown in Table II.

B. Estimation of performance

In order to get the estimation of performance when replac-
ing the SRAM LUTs with STT-MRAM LUTs on hardware
kernels, we synthesize and implement one hybrid hardware
platform for this purpose only. In this platform, there are 4
GCUs. Inside each GCU, we have 4 MicroBlazes as general-
purpose processors and three PR regions to implement the
three hardware kernels. Read time of STT-MRAM LUTs is
extracted from previous work [6], [12]. Since Xilinx Kintex-7
is fabricated with 28 nm technology, the access delay is linearly



TABLE I. HYBRID HARDWARE PLATFORM CONFIGURATIONS

Platform GCUs Slaves

GlobalMem 1GB LocalMem 64KB PrivateMem 16KB∗

PR Enabled Yes DMA Enabled Yes
Types

MicroBlaze and
# of GCUs 4 # of processors† 4 Hardware kernels

Scheduler Policy FCFS Scheduler Policy FCFS PR 3 STT-MRAM Ones
Frequency 100MHz # of PR Regions 6 Features 3 SRAM Ones

∗When using MicroBlaze, private memory is shared by data and instructions.
When using hardware kernels, private memory is implicit since HLS will
allocate storage space based on the source code of hardware kernels.
†Including the local host and the slaves. The slave can be either
general-purpose processor (for software kernel) or hardware accelerator (for
hardware kernel).

TABLE II. HARDWARE RESOURCE UTILIZATION OF THE DEFAULT
PLATFORM (4 MICOBLAZES IN ONE GCU, AND TOTALLY 4 GCUS)

Resources Usage Available Percentage of Utilization

Slice LUTs 101058 203800 49.59%
Slice Register 84830 407600 20.81%

Memory 219 445 49.21%
DSPs 111 840 13.21%

scaled down to 28 nm. In addition, LUTs in Kintex-7 can be
configured either as 6-input LUTs or 5-input LUTs. In order to
emulate the worst case scenario, we use 6-input STT-MRAM
LUTs to replace all SRAM LUTs. The access delay of STT-
MRAM LUTs we use in this work for performance estimation
is 0.245 ns. By using Xilinx timer analyzer we examine up to
20 delay paths with the minimal and the maximal data delay
through three hardware kernels that have been assembled on
hybrid framework. From these paths, the one with the maximal
number of LUTs is used as our critical path to replace SRAM
LUTs with STT-MRAM LUTs. By examining the results from
Table III, we can see that when replacing SRAM LUTs with
STT-MRAM LUTs, the maximum data delay is still less than
the required one. It can be concluded that for all three hardware
kernels the time constrain can be met if the SRAM LUTs
are replaced with STT-MRAM LUTs. This means that the
performance is the same when either SRAM LUTs or STT-
MRAM LUTs are used.

There are 6 physical PR regions in one GCU on the
platform we use to compare various scheduling algorithms
in later text. Totally there are 24 PR regions for 4 GCUs.
Table IV shows the size of one PR region, which is larger than
the actual need of three hardware kernels. The extra resources
in PR regions provide room for future extension. The size of
bitstream file for one PR region is 378 KB. Two PR techniques
with different speeds of loading bitstream files into PR regions
are examined in this part. PR1 is performed by the ICAP IP
core and the Global Host processor through global bus. The
time to implement one PR region is 0.14 s. In other words, the
overheads to implement 12 PR regions are 0.14 × 12 = 1.68
s, or 24 PR regions for 3.36 s. In PR2, bitstream files are
transferred to ICAP module by enabling an extra DMA. In
this configuration, the overheads to implement 12 PR regions
are 0.00108× 12 = 0.013 s, and 24 PR regions for 0.026 s.

C. Estimation of power consumption

The total power consumption for each component inside
our system includes the dynamic power consumption and the
static power consumption. Each one has two modes: SRAM

TABLE III. PERFORMANCE ESTIMATION OF REPLACING SRAM LUTS
WITH STT-MRAM LUTS FOR THREE HARDWARE KERNELS. (UNITS: ns)

Require∗ # of LUTs†
SRAM LUTs STT-MRAM LUTs

Data Path LUTs Delay Data Path LUTs Delay

MB+Matrix 10 2 5.343 0.261 5.572‡ 0.49§

MB+Prescan 10 3 6.004 0.225 6.514 0.735
MB+Convol. 10 3 6.16 0.228 6.667 0.735
∗Since the frequency of the system is 100MHz, data path delay between any
two registers cannot be longer than 10ns.
†Among 20 clock paths we select, we choose the one with maximal number
of LUTs along this path. This column show the maximal number of LUTs.
‡Data path delay is computed as: STT −MRAMLUTsDelay −
SRAMLUTsDelay + SRAMLUTsDataPathDelay
§LUTs delay with STT-MRAM is computed as:
numberofLUTs ∗ 0.245ns

TABLE IV. RESOURCE UTILIZATION OF PARTIAL RECONFIGURATION
AND HARDWARE KERNELS

Slice LUTs Slice Registers DSPs Memory

Matrix 1393 (40.97%) 1506 (31.38%) 20 (50%) 0 (0%)
Prescan 1205 (35.44%) 1062 (22.13%) 4 (10%) 0 (0%)

Convolution 1083 (31.86%) 978(20.38%) 6 (15%) 0 (0%)
PR Region 3400∗ (−) 4800 (−) 40 (−) 0 (−)

∗The total number consists of 350 SLICELs, and 250 SLICEMs with 2400
LUTs as logic and 1000 LUTs as memory, respectively.

and STT-MRAM. We use Xilinx power analyzer to simulate
dynamic and static power for each component when SRAM
LUTs are used. The toggle rate of input signals is set as
12.5, and percentage of high signals is 0.5. We only analyze
the power consumption of logic parts (e.g., LUTs, registers,
BRAMs, and DSPs). In other words, the power consumption
of clock tree, I/O, and other unrelated items are not taken into
account. The total logic power of SRAM LUTs components
can be obtained from Xilinx power analyzer.

6-input LUTs usually consumes more dynamic and static
power than 5-input LUTs. We replace SRAM LUTs with 6-
input STT-MRAM LUTs to evaluate the worst-case scenario.
The actual dynamic power and static power of one STT-
MRAM LUT are borrowed from Resistive Computation [12],
and linearly scaled down to 28 nm, which are 0.88 µW and
1.53 nW, respectively. Combining with Table IV, which pro-
vides the logic usage of three hardware kernels, the dynamic
and static power of STT-MRAM LUTs can be estimated.

In addition to LUTs, logic power also includes power of
registers, BRAMs, and DSPs that are not STT-MRAM compo-
nents. In order to obtain the total logic power of STT-MRAM
LUTs components, the logic power of the rest components
need to be calculated first. Since Xilinx power report only
gives us the total static power, we divide the static power into
different portions according to the area occupation of each
component in the whole chip. In this way, the logic static
power except STT-MRAM LUTs is calculated. The dynamic
power of BRAMs and DSPs can be directly read from power
analyzer. We assume that power consumption of LUTs and
registers are only affected by the portions of their numbers, and
the dynamic power of registers can also be obtained. Table V
shows the total logic power of each component when using
SRAM LUTs and STT-MRAM LUTs. There is no dramatic
power decrease from SRAM LUTs to STT-MRAM LUTs.
But when only LUTs are examined, STT-MRAM LUTs have



TABLE V. POWER ESTIMATION OF BOTH SRAM AND STT-MRAM
MODES FOR MAJOR COMPONENTS. (UNITS: mW )

Hardware Kernels∗
SRAM LUTs STT-MRAM LUTs

Dynamic Static Dynamic Static
Matrix Multiplication 80 32.8 49.7 18.3

Prescan 68 28.6 42.7 16.5
Convolution 68 28.5 41.4 16.5

Dynamic Static
Local Slaves† 121 47.1

Local Host 40 16
Global Host

15 6.5
Global Bus
PR DMA 2 1.1

ICAP 3 1.4
Others 38 16

∗All power consumptions are calculated by implementing 4 GCUs with
totally 12 kernel instances.
†In one GCU, there are one local host and three general-purpose processors
as local slaves. By implementing 4 GCUs, there are totally 12 local slaves.

nearly zero static power compared with SRAM LUTs.

The power overheads of doing PR consist of two parts: (1)
power consumption of major involved components in system
level, and (2) power consumption of writing bitstream data into
LUTs in low level. When the partial reconfiguration is carried
out in PR1, the global host, the global bus, and the ICAP
are the major involving components. Without considering the
energy to write data bits into LUTs, the total energies used
by the above involving components to reconfigure 12 and
24 PR regions are 0.044 J and 0.087 J in system level,
respectively. When an extra DMA is involved in PR2, the
power consumptions to reconfigure 12 and 24 PR regions are
0.38 mJ, and 0.75 mJ, respectively. In order to estimate the
power consumption of PR processes in low level, we follow
the method in [6]. We can compute that the energy overheads
of reconfiguring 12 and 24 PR regions are 5.2 µJ, and 10.4
µJ, which can be ignored compared with the PR overhead
in system level. Since SRAMs have much less write energy
than STT-MRAMs [16], which means the writing data into
SRAM LUTs are even smaller than the STT-MRAM ones, the
overhead of writing data bits into SRAM LUTs can also be
ignored.

D. Evaluation methodology

For the micro benchmarks discussed in Section V-A, we
generate an execution queue with size of 180, i.e., using 180
tasks to evaluate the performance and power consumption of
our system. As Table VI shows, each of three micro bench-
marks own 60 tasks in the execution queue, and every input
size has 10 tasks. The order of tasks in the execution queue is
generated randomly. We present static and dynamic scheduling
techniques to show the optimization of energy and performance
of our dynamic partial reconfiguration algorithms. In static
scheduling, all tasks in the execution queue run on only SW,
HKRAM, and HKSTT schemes as the evaluation baseline.
When tasks running on hardware kernels, the RP is always
carried out by default. The results using basic scheduling (BS)
and enhanced scheduling (EH) are compared with the results
using static scheduling. Besides, for each scheduling algorithm
where PR is involved, we examined two PR configurations
(i.e., PR1, and PR2). In the Ideal scheduling, all PR overheads

TABLE VI. CONFIGURATIONS OF EXECUTION QUEUE WITH MICRO
BENCHMARKS.

Micro Benchmarks # of Input Sizes # of Tasks # of Task per Input Size

Matrix Multiplication 6∗ 60 10
Prescan 6† 60 10

Convolution 6‡ 60 10
∗6 input sizes are 16*16, 32*32, 64*64, 128*128, 256*256, and 512*512.
†6 input sizes are 1K, 2K, 4K, 8K, 16K, and 32K.
‡6 input sizes are 64K, 128K, 256K, 512K, 1M, and 2M.

are ignored when different applications are switched. We use ε
in Section IV as the metric to evaluate the overall performance
after all tasks are finished.

E. Results

Figure 7 demonstrates the normalized ε of different
scheduling algorithms with either PR1 (subscribe ‘1’) or PR2

(subscribe ‘2’) enabled. When all scheduling algorithms are
compared by using the same PR configuration (e.g., either
PR1 or PR2), enhanced scheduling performs better than basic
scheduling. Differences between SW and BS1 (or BS2)
mainly result from the advantages when hardware kernels
address large input data sizes. From EH1 and EH2 to Ideal,
the PR overheads are ignored when different applications are
switched. When handling small input data size, software im-
plementation has slightly advantages over hardware one with
PR enabled. Therefore, BS1 (or BS2) performances better
than HKSTT1 (or HKSTT2). HKSRAM and HKSTT
are also compared. Since STT-MRAM LUTs have the same
performance as SRAM LUTs with lower power consumption,
results of HKSTT are better than those of HKSRAM .

Due to the much faster PR2 loading speed than the PR1

one, when scheduling algorithms with different PR configura-
tions are compared, HKSTT2 and BS2 performance better
than BS1 and EH1, respectively. Besides, each scheduling
algorithm with PR2 is better than itself with PR1. Because of
negligible overheads of PR2, EH2 is almost as good as Ideal.

Table VII analyzes the detailed execution results of the
benchmark queue. In both BS and EH , SRAM regions are
never selected to execute hardware kernels. The reason is that
with the same performance, STT-MRAM hardware kernels
with lower dynamic and static power have smaller ε. Although
the number of tasks running as hardware kernels in EH is
greater than that in BS, the number of PR loadings is fewer.
This is because EH prefers to decrease redundant PR loadings.
When multiple tasks that belong to the same micro benchmark
consecutively appear in the execution queue, extra PR loadings
that are supposed to happen in BS will be avoided in EH .
Since faster PR loadings can offset the disadvantages when
hardware kernels address computation with small input sizes,
when PR2 are enabled with BS and EH , more tasks are
assigned to execute as hardware kernels instead of software
kernels.

VI. CONCLUSION

In this paper, we extend our previous hybrid co-design
computing framework to support dynamic partial reconfigu-
ration and the implementation of hardware accelerators using
STT-MRAM LUTs. An OpenCL-like parallel programming
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Fig. 7. Comparison of results ε = ET following various scheduling
algorithms.

TABLE VII. EXECUTION ANALYSIS OF THE BENCHMARK QUEUE.

SW HKSRAM1 HKSRAM2 HKSTT1 HKSTT2 BS1 BS2 EH1 EH2 Ideal

1∗ 0 180 180 0 0 0 0 0 0 0
2† 0 0 0 180 180 80 120 110 160 180
3‡ 180 0 0 0 0 100 60 70 20 0
4§ 0 180 180 0 0 0 0 0 0 -
5¶ 0 0 0 180 180 141 165 86 105 -

∗Number of tasks running as hardware kernels on SRAM regions.
†Number of tasks running as hardware kernels on STT-MRAM regions.
‡Number of tasks running as software kernels on general-purpose processors.
§Number of PR loadings on SRAM PR regions.
¶Number of PR loadings on STT-MRAM PR regions.

model is used to write kernel and host programs. By using the
similar kernel programs, both hardware and software kernels
can be generated to improve performance and productivity
through our automatic co-design flow. With the help of partial
reconfiguration on FPGAs, dynamic profiling and scheduling
algorithms are proposed for allocating computation resources.
In addition, in order to further decrease power consumption,
the emerging STT-MRAM technology is exploited. LUTs in-
side hardware kernels can be implemented using STT-MRAM
LUTs instead of traditional SRAM LUTs. Performance and
power emulation/estimation are carefully conducted on the
Xilinx Kintex-7 platform.

We fully implemented three micro benchmarks by using
both software and hardware kernels. With different input sizes
and applications, an execution queue on hybrid platform is
generated. Totally 180 tasks in the queue are executed. Each
task has different ε = E×T stored in the lookup table, which
is saved on the global host processor. Every time a task is
going to be executed, the dynamic scheduler will select the
computation resource with the minimal ε. The results shows
that with dynamic scheduling and STT-MRAM LUTs enabled,
the product between the energy and the performance (i.e.,
E × T ) is 7.7 times better than the one using purely software
implementations. When comparing STT-MRAM kernels and
SRAM kernels, the former one also have huge advantages on
power consumption, especially static power consumption.
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