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ABSTRACT
Rapid advances in the performance and programmability
of graphics accelerators have made GPU computing a com-
pelling solution for a wide variety of application domains.
However, the increased complexity as a result of architec-
tural heterogeneity and imbalances in hardware resources
poses significant programming challenges in harnessing the
performance advantages of GPU accelerated parallel sys-
tems. Moreover, the speedup derived from GPU often gets
offset by longer communication latencies and inefficient task
scheduling. To achieve the best possible performance, a suit-
able parallel programming model is therefore essential.

In this paper, we explore a new hybrid parallel program-
ming model that incorporates GPU acceleration with the
Partitioned Global Address Space (PGAS) programming
paradigm. As we demonstrate, by combining Unified Paral-
lel C (UPC) and CUDA as a case study, this hybrid model of-
fers programmers with both enhanced programmability and
powerful heterogeneous execution. Two application bench-
marks, namely NAS Parallel Benchmark (NPB) FT and
MG, are used to show the effectiveness of our proposed hy-
brid approach. Experimental results indicate that both im-
plementations achieve significantly better performance due
to optimization opportunities offered by the hybrid model,
such as the funneled execution mode and fine-grained over-
lapping of communication and computation.

Categories and Subject Descriptors
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1. INTRODUCTION
High-Performance Computing (HPC) is entering a new

phase driven by a combination of technological and architec-
tural trends. Parallel systems with multi/manycore proces-
sors coupled with accelerators such as GPUs, are becoming
ubiquitous. However, the increased complexity and archi-
tectural heterogeneity poses significant programming chal-
lenges in harnessing the performance advantages of GPU
accelerated parallel systems. To extract the best possible
performance, the programming model must lend itself to
any of the possible optimization strategies afforded by the
heterogeneous architecture.

Towards this end, we explore a new, hybrid parallel pro-
gramming model that incorporates the use of GPUs within
the Partitioned Global Address Space (PGAS) programming
paradigm. As we shall describe later, the PGAS paradigm
is a better fit for these systems, compared with conventional
message passing or shared memory multiprocessing. We
choose Unified Parallel C (UPC) as a representative PGAS
language, and study our proposed approach by combining it
with CUDA used for NVIDIA GPUs.

By coupling UPC with CUDA, the strengths of both pro-
gramming languages can be leveraged by the programmer.
The proposed hybrid model offers programmers various op-
timization opportunities for performance improvement, such
as using funneled execution to share a GPU among multiple
UPC threads within a compute node, and using one-sided
communication model embodied in UPC for fine-grained
heterogeneous communication and computation overlapping.
We explain the proposed approach in detail and use two NAS
Parallel Benchmarks (NPB), FT and MG, as a case study.
By demonstrating significant performance improvement for
these benchmarks, this paper represents a research study on
effectively scaling scientific applications on GPU accelerated
clusters.



This paper is organized as follows. We begin with a de-
scription of the UPC+CUDA hybrid programming model in
Section 2, including the various factors involved in the se-
lection of the proposed approach. This is followed by some
performance studies in Section 3, based on microbenchmarks
developed using the proposed hybrid model. In Section 4,
we then describe the two main application kernels used for
demonstrating the proposed approach, followed by a descrip-
tion of the details of the implementation and optimization
strategies in Section 5. The performance results and anal-
ysis are given in Section 6. We then briefly consider some
related work in Section 7. We finish with conclusions and a
discussion of future work in Section 8.

2. UPC + CUDA HYBRID MODEL

2.1 NVIDIA CUDA Overview
The NVIDIA Tesla GPU architecture is designed for ap-

plications with abundant fine-grained parallelism. The last
generation GT200 architecture consists up to 30 stream-
ing multiprocessors (SM), or equivalently, 240 streaming
processors (SP). CUDA threads execute on the SPs, with
each thread executing the same program in Single-Program-
Multiple-Data (SPMD) fashion [17]. Although the number
of threads executing at any instant of time is limited to 240,
typical GPU computational kernels consist of thousands of
CUDA threads to effectively hide the long memory access
latency [12].

In addition to the on-board global memory, NVIDIA GPUs
also offer several small on-chip memories in the forms of
registers and a local storage named “shared memory” in
NVIDIA parlance, for exploiting locality and sharing among
threads. Compared with the GT200, the NVIDIA Fermi ar-
chitecture incorporates improvements on several fronts [5].
It provides two levels of caches, enabling significant per-
formance improvements for applications that have complex
data access patterns. Each SM is provided with a 64 KB lo-
cal storage that can be selectively divided into shared mem-
ory and L1 cache. Other improvements seen with the Fermi
architecture include a 4× increase in the number of SPs
per SM, and an 8× improvement in double precision perfor-
mance over GT200.

In this paper, we look at the latest GPUs from the two
aforementioned NVIDIA architectures. Both these architec-
tures support overlapping of computations with data trans-
fer between CPU and GPU memory. Such asynchronous
execution is enabled by the use of programming constructs
known as CUDA streams.

2.2 Sharing GPU among multiple CPU cores
Many scientific applications today are written in MPI us-

ing a one-process-per-core model that partitions memory
among CPU cores. Since the prevalent programming ap-
proach is SPMD, the use of GPUs results in the one-process-
per-GPU model. However, compute nodes with multiple
CPU cores typically house only one or two GPUs, which re-
sults in an imbalance and consequent idling of CPU cores.
Since only a fraction of an application can generally be sped
up using accelerators, the CPUs continue to play a vital role
in providing the required performance. It is therefore essen-
tial to develop techniques for efficiently sharing the available
GPU resources among multiple CPU cores.

A GPU can be shared among multiple hosts in two ways,
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Figure 1: Sharing a GPU among multiple CPU
cores, demonstrated using UPC

as represented in Figure 1. The first model, referred to as
GPU multiple, follows the SPMD parallelization on the host
where every SPMD instance creates its own GPU context
and communicates to the same GPU independently. The
limitation is that while Fermi can execute multiple kernels
concurrently, each one must come from the same contex-
t/thread, as of CUDA version 3.2 [5]. Independent host
threads cannot issue their own kernels and have them ex-
ecute in parallel, rather the GPU must context switch be-
tween them. Added to that, context switching is expensive.
Such overhead is magnified when a large number of synchro-
nized calls from multiple threads are on the fly, which even-
tually may eclipse any overall performance gains that may
be achieved by sharing a GPU. Lastly, thread safety remains
unclear when multiple threads make calls to a GPU concur-
rently, due to very limited information in current CUDA
literature at the time of this writing [17].

As the synchronization can be handled at different soft-
ware levels, to cope with above mentioned limitations of
GPU multiple model, the GPU funneled execution mode
may be used instead. In this mode of execution, only the
master thread initializes and communicates with GPU, which
is analogous to the master-only MPI+OpenMP hybrid ex-
ecution model. The master thread is responsible for load-
ing data to and from the GPU on behalf of the other CPU
threads. In practice, such funneled execution can be facil-
itated through the allocation of multiple processes/threads
per GPU as a thread group, the master thread of a group
can be easily assigned by querying the thread identity.

Although the funneled execution introduces additional pro-
gramming effort, it also brings with it several advantages.
Firstly, as aforementioned, since Fermi supports concurrent
execution of multiple kernels originating from the same con-
text/thread, it is possible to have the GPU simultaneously
execute multiple small kernels originally associated with in-
dependent CPU threads. Furthermore, as of CUDA 3.2,
concurrent data transfer and execution is possible only when
different kernels are launched from the same context. Sec-
ondly, as only one context is created per GPU, it makes the
GPU memory space “shared” in the perspective of CPUs
that share the GPU. This normally leads to more efficient
sharing and memory usage.



2.2.1 UPC+CUDA Hybrid Model
From our previous discussions, it is clear that funneled

execution is currently the better solution to maintain par-
allelism on the CPU in the presence of limited GPU re-
sources. Note that to realize conjoined execution at the
language level, efficient sharing mechanisms such as shared
memory are preferred. Though MPI has been the primary
model used for clustered GPUs in previous studies [19] [13],
it does not support sharing, and we consider message passing
among processes sharing a GPU to be overly expensive and
complex. As an alternative, OpenMP is a viable option for
programming multicores; however, it generally can only be
used within a node. Adding CUDA into the MPI+OpenMP
hybrid model further contributes to the complexity.

UPC, on the other hand, is able to support our proposed
funneled execution style well as it meets our requirements
of both scalability and efficient sharing. The advantages of
using UPC are manifold. Firstly UPC is nearly ubiquitous
on modern HPC platforms of both shared and distributed
memory systems. Secondly, UPC is a parallel extension of
the ISO C99, and is the most popular language of the Par-
titioned Global Address Space (PGAS) family. PGAS lan-
guages have recently emerged as a promising alternative to
the traditional message passing model [7, 9, 16]. Comparing
to MPI, PGAS languages such as UPC provide higher pro-
ductivity by providing a high level control over data locality
and layout. The one-sided communication model is not only
easier to program, but also offers increased performance due
to better exploitation of non-blocking communication and
Remote Direct Memory Access (RDMA) support.

2.3 Brief Overview of Unified Parallel C
In the UPC terminology, a single unit of execution is re-

ferred to as a UPC thread. The language uses the built-in
constants of MYTHREAD and THREADS to identify each
thread in the computation. Currently, most UPC implemen-
tations support the mapping of UPC language threads into
processes, threads or a combination of both. The UPC lan-
guage adopts the SPMD programming model, where each
thread runs the same program cooperatively and keeps its
own private local data. The language also provides the ab-
straction of global shared memory where any application
level task is allowed direct access to. The shared space
is further logically divided into portions each with affin-
ity to a given thread. This mechanism provides a global
view of the user’s distributed data while allowing program-
mers to explicitly express the desired locality of data struc-
tures through allocation. In this work, we use the Berkeley
UPC [1] compiler 2.12.1 with the backend GCC 4.4.3.

3. HYBRID COMMUNICATION
CHARACTERIZATION

A typical GPU cluster is comprised of compute nodes that
exhibit a heterogeneous architecture, as depicted in Fig-
ure 2. The heterogeneity arises from the coupling of two
subsystems - the CPU subsystem composed of several pro-
cessor cores attached to a large amount of memory, and
the GPU subsystem that includes the GPU and its associ-
ated on-board memory. Each of these subsystems is vital in
providing the required performance, by executing relevant
portions of the application. Interaction through data trans-
fer between the two subsystems is via the x16 PCI-E bus,
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Figure 2: A Hybrid Multicore/GPU compute node

Table 1: Platform Characteristics
Processor Xeon Xeon Tesla Tesla GTX

E5520 X5570 C1060 C2070 580

Cores 4 4 240/30 448/14 512/16
Clock (GHz) 2.26 2.93 1.3 1.15 1.54

Peak DP (Gflops) 36 47 78 515 197
Mem. BW (GB/s) 25.6 32 102 144 192

which can only sustain a relatively low bandwidth (up to 6
GB/s), whereas the memory interfaces in each of the sub-
systems is an order of magnitude faster. Clearly, the CPU-
GPU interface is a significant bottleneck in the system. The
bandwidth between different compute nodes is even lower;
for instance, one of the fastest interconnection networks, the
QDR InfiniBand, has a sustained bandwidth that is around
3GB/s. In order to benefit from the performance potential
of hybrid architectures, it is therefore essential to carefully
manage the data communication across the entire system.
Towards this end, we carry out some tests using the proposed
UPC+CUDA hybrid model to examine the communication
throughput and latency between heterogeneous subsystems.

3.1 Experimental Setup
Our experiments were conducted on a GPU cluster. As

shown in Figure 2, each node in the cluster contains two
quad-core Intel Xeon E5520 (Nehalem) processors with 12GB
of memory, along with an NVIDIA GPU (first C1060 then
upgraded to GTX580) and a Mellanox ConnectX QDR In-
finiBand network adapter. Up to 16 nodes are used in our ex-
periments. Another server equipped with dual Xeon X5570
and multiple GPUs is used for single node GPU kernel de-
velopment and performance comparison. Table 1 provides
a summary of platform information. Core count for GPUs
indicates the number of SPs/SMs within the device.

3.2 Microbenchmarks
With the introduction of heterogeneous accelerators within

a node, communication becomes far more complex and per-
formance is a major concern. To quantitatively see the
performance available for network communication between
different subsystems and to project performance guidelines
for application development, we conduct microbenchmark-
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ing experiments to analyze the unidirectional flood messag-
ing latency and throughput.

In order to send data from one GPU to another, sev-
eral steps have to be accomplished. Overall it breaks down
to three independent communication phases and link-pairs,
which include the sender CPU first pulling data locally from
the GPU memory to the CPU memory, CPU to CPU com-
munication via QDR Infiniband and the receiver CPU push-
ing the data to the local GPU memory. The tests are con-
ducted on two nodes of the cluster connected back to back
via QDR InfiniBand. Each compute node has one UPC host
thread initiating a series of point-to-point ‘put’ operations
of a specified size to its corresponding receiver thread resid-
ing on the other node. We vary the size of messages over
powers of two and for each data point report the best band-
width or latency achieved. Also note that all the timing is
measured using the high-precision wall-clock timer provided
by the Berkeley UPC [1].

The benchmark is written using various combinations of
blocking and non-blocking upc memput signal and cudaMem-
cpy operations. Also, both CUDA pinned (also known as
page-locked) and pageable host buffers are used to move
data between CPU and GPU. We only report the unidirec-
tional CPU to GPU data transfer performance here, which
performs slightly better than the other direction. Figure 3
shows the performance measurements of the flooded through-
put. As the plots show, the local CPU/GPU DMA using
CUDA pinned buffer performs significantly better than the
use of pageable buffer at all message sizes. It also exhibits
a 2× throughput compared with remote CPU/CPU RMDA
transfer using UPC, for messages larger than 512 KB. How-
ever, CPU/GPU DMA using pinned buffer has much lower
throughput for message sizes smaller than 64 KB. Inferior
performance at smaller message sizes is also observed when
examining the message latency (not shown in the figures for
the sake of brevity). That is, using the better performing
pinned CUDA buffers, the latency of local CPU/GPU data
movement is still significantly higher than remote CPU to
CPU communication in UPC (for example, 10 μs vs 0.4 μs
for message size of 8 Bytes). It is therefore desirable to pack
smaller messages into larger data units whenever possible.

Although the CUDA pinned buffer offers higher raw per-

formance and also enables the use of essential features such
as asynchronous data transfers, it is incompatible with RDMA
communication buffers used in UPC and others languages in-
cluding MPI. Therefore, an extra local memory copy has to
be carried out to move data between a CUDA pinned buffer
and a portable local buffer that can be used for communica-
tion in UPC. Such local memory copy is a blocking operation
and can take significant amount of time depending on the
CPU memory bandwidth. Our performance results indicate
that when the local memory copy operation is taken into
account, the available bandwidth drops to about half of the
throughput without using it. In the end, the combined GPU
to GPU unidirectional throughput drops again to about half
of the throughput of CPU to CPU RDMA. We have also
conducted similar tests using the new GTX580. 10% to
30% improved CPU/GPU transfer performance is achieved,
compared with the old Tesla C1060.

4. FT/MG OVERVIEW
The NAS Parallel Benchmark suite [2] was designed to

evaluate the performance of parallel computers, and origi-
nally written in Fortran MPI. Each benchmark contains a
computation that represents the kernel of a realistic scien-
tific computation. We selected FT and MG as they contain
operations common to scientific applications: (a) the FT
benchmark contains the Fast Fourier Transform (FFT) op-
eration along with an all-to-all transpose on a 3D grid, and
(b) MG is comprised of stencil computations and bound-
ary exchange on a 3D mesh. Both parallel kernels contain
abundant data parallelism in double precision, suitable for
GPU acceleration. The major challenge for heterogeneous
adaptation lies in the fact that there are many GPU accel-
erated kernel regions spanning across the entire benchmark,
interleaved with complex global data exchanges among the
distributed GPUs.

4.1 3D FFT
The NPB FT benchmark uses 3D Fast Fourier Transforms

(FFTs) to solve a partial differential equation on double pre-
cision complex numbers. Each 3D FFT is performed as a
series of 1D FFTs across each dimension of a regular 3D
grid. The 3D grid consists of NX×NY×NZ points and is
evenly distributed amongst all the threads in parallel. We
parallelize the problem using a one-dimensional scheme by
partitioning the grid into slabs. In that way each thread
owns NZ/THREADS number of 2D planes and two of the
dimensions of the FFT can be computed locally. In order
to perform the FFT along the third dimension, an all-to-
all transpose is required in order to relocalize the data, as
shown in Figure 4.

4.1.1 NAS FT algorithms
Our baseline UPC implementation of FT is derived from

the original study from the Berkeley UPC group [7]. Two
major variants of the benchmark are used for our evalua-
tion. Both implementations follow the same original algo-
rithm as they both perform local 2D FFTs, followed by a
global transpose, then local 1D transforms and finally an-
other global transpose to transfer the data back. The major
difference lies in the communication pattern, as described
below based on [16]:

1. Packed Slabs: The first version uses the same bulk syn-



Figure 4: Illustration of the FFT all-to-all transpose.
The dotted lines indicate the original layout of the
grid.

chronized pattern used in the original MPI implemen-
tation, in which computations and communications are
carried out separately in distinct phases. The all-to-
all communication proceeds only after all planes within
the local slab have been processed.

2. Slabs: The second variant takes full advantage of one-
sided non-blocking communication library [8] of UPC
by overlapping computation with communication. In
this implementation, each thread initiates the commu-
nication on a 2D plane using non-blocking calls as soon
as the 2D FFT computation on that given plane is fin-
ished, as there are no further dependencies. Computa-
tion is done with the granularity of individual planes,
termed as slabs in [16].

Previous studies [7, 16] have suggested two major per-
formance flaws of the Packed Slabs algorithm. First, the
distinct communication and computation phases renders no
overlap. Second, since each processor exchanges its portion
of the domain with every other thread during the global
transpose, the interconnect can get congested and saturate
at the bisection bandwidth of the network. This can result
in a slower communication compared with the Slabs algo-
rithm that spreads out the same volume of communication
over a longer time duration, interleaved with computation
phases. On CPU based systems, the Slabs algorithm has
been observed to perform consistently better in previous
studies. However, the Slabs implementation heavily relies on
fine-grained computation and communication overlapping.
Since GPUs usually perform better on large workloads than
fine-grained pieces, it is not clear whether the advantages of
communication overlap could be eclipsed by lower GPU effi-
ciency for smaller computations. We therefore implemented
both algorithms for our hybrid GPU cluster, as detailed in
Section 5.

4.2 MultiGrid
The MultiGrid (MG) benchmark solves the Poisson equa-

tion on a discrete 3D grid with periodic boundary condi-
tions. The multigrid method is a representative hierarchical

algorithm that is prevalent in many scientific computations.
Known as a V-cycle refinement algorithm, the computation
starts from the top at the finest grid level, going down to-
ward the bottom of coarsest and then back up to the top.
At each grid level of refinement, it involves applying a set of
stencil operations sequentially.

The baseline UPC MG code we used is originally devel-
oped by the GWU UPC group [11]. It is algorithmically
equivalent to the original MPI implementation in terms of
both procedural organization and computations. In the par-
allel implementation of MG, UPC threads are logically ar-
ranged in a 3D grid. The bulk of the computation in MG
is carried out in four 27-point stencil routines arranged in
a 3×3×3 cube. A standard technique for implementing the
periodic boundary conditions of MG, is to extend each origi-
nal subgrid owned by a UPC thread with two ghost elements
per dimension to cache the values from neighboring ones, one
in each direction. Similar to FT, the boundary exchange of
ghost cells necessitates a global communication phase where
each CPU exchanges its ghost cells with neighbor CPUs on
the 3D processor grid.

5. OPTIMIZING NPB FT/MG FOR HYBRID

5.1 3D FFT

5.1.1 GPU Compute Kernel Implementations
In the FT benchmark, local bulk computations such as

2D/1D FFT, evolve and local transpose offer abundant data
parallelism suited for GPU acceleration. For the FFT com-
putations, the UPC implementation makes use of the FFTW
library. We derive the hybrid version by directly using the
CUFFT library that comes with the CUDA toolkit. The
evolve kernel, called at the beginning of every iteration, per-
forms an embarrassingly parallel computation. It is there-
fore efficiently ported to the GPU. Two local transpose oper-
ations are required before and after the 1D FFT, in order to
pack and unpack strided data for the global all-to-all trans-
pose. The CPU-only version of the code in UPC performs
cache tiling in order to improve locality. Our GPU imple-
mentation is similarly optimized, with the use of on-chip
shared memory.

Figure 5 summarizes the performance results for the ker-
nels of FT, comparing CUDA implementations with the orig-
inal UPC code, running eight processes on the dual quad-
core Xeon X5570 system. Note that we only timed the kernel
computation without taking into account any data transfers.
The FFTs correspond to the Packed slab algorithm, which
means they are batch-processed on the GPU for optimal
performance.

Among the four kernels, the embarrassingly parallel evolve
kernel benefits the most from GPU, as expected. The trans-
pose kernel also shows very good speedup, due to the higher
memory bandwidth offered by GPUs. The parallel UPC
version of transpose also yields 15× speedup compared to
sequential code, even though only 8 cores are used. We at-
tribute this to improved locality in the cache subsystem as
a result of discrete data partitioning. For FFT, FFTW ex-
hibits a perfect speed up of 8× on the dual X5570. The Tesla
C1060 performance is generally on-par with the CPU. This
is reasonable considering the slightly lower Double Precision
(DP) rate of the C1060 comparing with the dual X5570. The
new Tesla C2070 provides 5× of DP rates than the dual CPU
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system and runs 2× faster for 1D FFT and is about 3× for
2D. It also outperforms the GTX580 for 2D FFT, due to its
full-rate double precision support.

5.1.2 Computation and Communication Overlapping
We first implemented the Packed Slabs algorithm for the

hybrid model, which is the most straightforward. Even
though this algorithm does not exhibit overlapping of GPU
computation and communication, we optimized the data
transfers by breaking down the data into smaller chunks fol-
lowed by the use of CUDA streams. In that way the global
transpose is overlapped with local data transfers between
GPU and CPU, which potentially mitigates the network con-
gestion issue observed in the original CPU implementation.
The data flow of 1D FFT computation and communication
is illustrated in Figure 7(a).

To implement the Slabs algorithm, we modified the hybrid
Packed Slabs version incrementally with additional CUDA
streams on computations of 2D FFTs. However, due to data
dependencies as observed in the original CPU version [7],
the 1D FFT computation cannot be performed in discrete
chunks that can be interleaved with the final global trans-
pose.

The code snippet in Figure 6 demonstrates the overlap-
ping of 2D FFT computation with global transpose via CUDA
streams and UPC non-blocking array copies. For the pur-
pose of illustration, this snippet corresponds to the case
when only one CPU core is used per compute node. As
the figure shows, the host UPC thread first streams data
to the GPU and puts computation kernels in queue. Then
it waits on independent streams to finish. If the data are
not ready, the CPU polls on the UPC runtime in order to
allow any pending network transactions to progress. Upon
receiving a computed 2D plane from the GPU, the host first
transfers data from the CUDA pinned buffer to a “normal”
local buffer, followed by initiation of communication on the
2D plane. Since non-blocking UPC memory copy library is
used, the CPU thread returns immediately after injecting
messages into the communication system, and repeats the
same operations on the next 2D plane.

5.1.3 Funneled Execution Optimizations

1 for(int i = 0; i < nplanes; i++) {
... /* offloading data to GPU */
cudaMemcpyAsync(gpuInput+NX*NY*i,cudaSndBuf+NX*NY*i,
planeSize , cudaMemcpyHostToDevice , streams[i]);

}
6 for(int i = 0; i < nplanes; i++) {

... /* Evolve + 2D FFT on each plane */
evolveStreamGPU(gpuOutput , gpuInput , &streams[i]);
cufftExecZ2Z(gpuOutput , gpuOutput , &streams[i]...);

}
11 for(int i = 0; i < nplanes; i++) {

cudaMemcpyAsync(cudaRcvBuf+NX*NY*i,gpuOutput+NX*NY*i,
planeSize , cudaMemcpyDeviceToHost , streams[i]);

}
for(int i = 0; i < nplanes; i++){

16 while(cudaStreamQuery(streams[i]) ==
cudaErrorNotReady)

upc_poll (); /* wait for CUDA streams to arrive */
...
memcpy(localPlanes2d ,

21 cudaRcvBuf , planeSize );
/* distributing the computed 2D plane */
for (int j = 0; j < THREADS; j++) {

...
upc_memput_asynci(remotePlanes1d ,localPlanes2d ...);

26 }
}
/* wait on global transpose to finish */
upc_waitsynci ();

Figure 6: 2D FFT computation and communication
overlapping

A common limitation we noticed of using CUDA streams
is that local domain decomposition is not always feasible
due to issues such as data dependency and algorithmic com-
plexity. As previously mentioned, the 1D FFT computation
phase in FT happens to be such a case. Without communi-
cation and computation overlapping, the best scenario that
can be achieved is shown in Figure 7(a), using one UPC
thread per node. However, when allocating multiple UPC
threads within a node sharing the same GPU, it is possi-
ble to carry out the desired overlapping under the funneled
execution mode described in Section 2.2.

To elaborate, processor slabs owned by independent UPC
threads can be carried onto streams, thereby enabling the
overlap of GPU computation associated with one processor
slab with the communication on another processor slab. Fig-
ure 7(b) illustrates such overlapping that can be achieved.
The master UPC thread that actually owns the GPU first
fetches processor slabs from the UPC shared memory space
to its private CUDA pinned buffer (not shown in the fig-
ure). It then offloads the computation to GPU using CUDA
streams. As soon as a computed slab is shipped back from
GPU, the master UPC thread transfers it back to its origi-
nal UPC shared memory partition with affinity to the slab’s
owner. As a result, each UPC thread initiates the global
transpose communication on its own.

5.2 MultiGrid

5.2.1 Optimizing stencil operations for GPU
The four stencil subroutines resid, psinv, rprj3 and interp

contribute to the majority of the execution time in MG.
Function-level profiling results show that resid and psinv
subroutines together consume 50 to 80 percent of the exe-
cution time. All these four stencil kernels are heavily mem-
ory bound. The baseline UPC code, like the original MPI
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Figure 7: 1D FFT overlapping

code, uses a manually-applied optimization that eliminates
redundant computations in each routine, a key optimization
that is explained in detail by Chamberlain et al. [10]. For
CPU implementations, the nearest neighbor access pattern
of stencil operations can largely benefit from the cache sys-
tem. To further improve the cache locality on each subgrid
allocated to a UPC thread, our baseline UPC code applies
cache tiling on outer loops of each routine. In the end, such
optimization gives an average of 6% performance improve-
ment using the Nehalem processor.

Our CUDA implementation uses either a 2D or 3D block-
ing mechanism depending on the size of the subgrid. We
organize CUDA threads within a block in one dimensional
manner, to carry out computation along the X dimension.
The original stencil implementations map naturally to cache
systems on the CPU. Our baseline GPU implementation,
without software caches, suffers in performance on the GT200
architecture. However, the Fermi architecture implements a
true cache hierarchy, and it turns out that by configuring the
L1 cache size to the maximum possible value of 48KB, it is
already capable of achieving good performance compared
with the dual Nehalem system. On the contrary, the C1060
GPU heavily relies on hand optimizations such as software
caching to yield good memory efficiency, mainly due to its
lack of a general purpose cache system and the relatively
smaller amount of available on-chip storage. We further ap-
plied software caching optimizations to all three dimensions
of the stencil subgrid using registers and shared memory. In
the end, software caching gives overall the best performance
on all GPUs.

The optimized MG GPU kernel performance speedups are
shown in Figure 8. As the figure shows, the C1060 performs
on par with the dual Nehalem system. Even though the
memory bandwidth for the C1060 is 1.6× higher than the
Nehalem system, the limited on chip storage results in in-
complete cache blocking, which eventually leads to a less
efficient memory access compared with the CPU. The new
Fermi C2070 has an average of 2× speedup over CPU, while
the performance difference between GTX580 and C2070 as
expected mainly reflects the difference in their memory band-
width and core clock rate, rather than peak floating point
performance (see Table 1).
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5.2.2 Overlapping Stencil Computation and Bound-
ary Exchanges in Funneled Mode

Almost all of the communication in the MG benchmark
involves updating ghost cells. The usual way to implement a
stencil operation is the bulk-synchronous mode. The ghost
values are updated first by copying the corresponding values
from neighboring subarrays. Then the stencil operation is
performed on local subarrays. The combination of stencil
computation with fine-grained exchange of ghost cells makes
it impractical to apply the local pipelining mechanism using
CUDA streams on local subgrids. Therefore, as illustrated in
Figure 9(a), there has no overlapping of communication and
computation using single UPC thread per compute node.

Since MG is a 3D problem, there are three phases of com-
munication, within each involves both the top and bottom
planes for a specific dimension. Thus, in principle, each
processor sends 6 almost equally-sized messages during each
update. In practice, the 3D grid is stored as 1D arrays in
memory, and the transfer of planes must be appropriately
managed. Only planes of the XY dimension are contiguous
in memory and thus can be directly copied in one piece. The
data in the XZ dimension contains data that are continuous
in granularity of rows, whereas in the YZ dimension, none of
the data points are located in contiguous locations. While it
is possible to carry out data transfers with the granularity
of single data rows or single data points, our microbench-
marking experiments indicate that small and medium sized
message transfers between CPU and GPU exhibits long la-
tency. Therefore in the GPU implementation we pack/un-
pack ghost cells on the GPU for both XZ and YZ dimensions.

When allocating more than one UPC thread per node, at
least one dimension of the subgrid can be exchanged with
the neighboring local threads. Since we only use one GPU
per node, in the funneled execution where multiple UPC
threads share the GPU, some boundary exchanges therefore
can be organized entirely within the GPU memory. In our
hybrid version of MG, the actual ghost cell update is carried
out selectively based on the destination of the data to be
sent: if the target UPC thread is local and shares the same
GPU, then the data exchange is performed within the GPU
memory using the appropriate GPU kernel.

The overlapped stencil computation and ghost cell up-
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Figure 9: MG single host execution vs. funneled
with overlapping

dates achieved through funneling is illustrated in Figure 9(b).
It is conceptually similar to the overlapping achieved in the
FT benchmark, as stencils on subgrids belonging to indepen-
dent UPC threads within a node are carried out on CUDA
streams. In MG, it further demonstrates that with fun-
neled execution, not only overlapping is possible, but also
the shared memory on GPU enables direct data exchange
associated with independent host threads sharing the same
GPU.

6. PERFORMANCE RESULTS

6.1 Methodology
We report the average performance across at least five

runs. An important aspect of any parallel program is the
ability to scale well with greater numbers of processors.
Therefore we studied strong scaling (fixed problem size) on
various number of hybrid nodes. It should be noted that we
did not include the CUDA context initialization overhead
into the timing, which usually costs up to 0.8 seconds.

6.2 3D FFT
The FT benchmark is load-balanced both in terms of com-

putation and communication. The total computation is in-
dependent of the processor count. By doubling the num-
ber of processors, each processor slab is divided in two.
Meanwhile, the total communication volume also remains
the same regardless of the number of processors used.

We show the performance of both algorithms as Packed
Slabs and Slabs, with the implementations UPC and UP-
C/CUDA hybrid in each case. We also specifically show
the benefit of funneled execution when it is incrementally
applied to the Slabs hybrid implementation.

6.2.1 Strong Scaling
We fix the problem size and use the NAS FT Class B

(512×256×256 double complex numbers) benchmark. We
vary the number of nodes from 1 (8 CPU cores/1 GPU) to 16
(128 CPU cores/16 GPU). The performance data are shown
in Figure 10. As the data show, the original UPC Slabs real-
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Figure 10: NAS FT strong scaling performance

izes better strong scaling than Packed Slabs (which performs
on par with the MPI-Fortran version). This supports the ad-
vantages of communication and computation overlapping on
CPU.

When comparing the hybrid UPC/CUDA implementa-
tions, we observe that hybrid Slabs is consistently better
than the Packed Slab counterpart with speedup of 2× most
of the time. The poor performance of the bulk synchronized
Packed Slabs indicates that when scaling a communication-
intensive code on a GPU cluster, the performance gain ben-
efited from GPUs can be easily outweighed by the added
cost of data transfers.

The superior performance of using funneled execution on
hybrid versions of Slabs also suggests that performance can
be further improved by communication and computation
overlapping as the result of sharing a GPU among multiple
CPU threads. However, with strong scaling on the cluster,
the number of local 2D planes quickly decreases, therefore
reduceing the advantage of overlapping. This is largely the
reason that accounts for the drop of parallel efficiency after
scaling beyond 8 nodes.

Tests using the GTX580 reveal superior performance com-
pared with C1060, which we attribute to the improved PCIe
data transfer performance and higher performance of com-
putational kernels.

6.2.2 Application time breakdown
To further examine where the time is being spent in the

benchmark we examine the performance breakdown in Fig-
ure 11, at 64 CPU cores with 8 GPUs on a 512×512×512
grid (Class C). The times are grouped as follows: “1D FFT
computation” along with “2D FFT computation” measures
the amount of time spent in local computation phases on
the GPU, “Outstanding communication” is a measure of the
time spent to initialize the communication phases in UPC
and wait for their completion, and “synchronous local data
transfer” indicates the time spent in data movements be-
tween CPU and GPU. “Barrier” denotes the time spent on
UPC barriers.

As seen in the figure, the primary difference in hybrid
execution time is the time spent on communication and lo-
cal data movement. First of all, the result shows that hy-
brid Slabs spends less synchronous time in communication.
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This is apparently the result of communication/computation
overlap. Upon closer examination of computation perfor-
mance, we observe that the hybrid Slabs spends a little more
time in GPU computations than hybrid Packed Slabs. This
is due to the fact that in the Slabs implementation, kernels
are carried out on multiple small ones on streams, which
is usually slower than batched processing used in Packed
Slabs. However, as almost the entire computation time is
overlapped with communication under the Slabs implemen-
tation, this results in little or no effect on overall scaling.
As for the funneled performance (running 4 UPC threads
per node sharing a GPU), clearly it further hides more of
the time spent in CPU/GPU data movements, indicating
the effectiveness of funneling and overlap. The cost of com-
munication time for global transpose is also lower. This
is because with multiple UPC threads per node handling
communication, the funneled execution benefits from UPC
intranode shared memory communication and multiple net-
work endpoints per node. It is also worth noticing that
without consideration of overlap, the non-funneled hybrid
implementations spend longer time in 1D/2D communica-
tion calls, as only one UPC thread is allocated per node in
those hybrid executions compared to eight used in pure UPC
runs. This is apparent by directly comparing the 1D com-
munication time spent in versions of Packed Slab. Another
interesting observation is that the hybrid versions usually
have lower global barrier overheads than pure UPC versions.
This might be attributed to more idled CPU time in hybrid
executions. Overall, these results show the performance im-
provement achieved through the cumulative effects of allow-
ing communication/computation overlap and the funneled
execution using multiple UPC threads per GPU to maxi-
mize the overlap.

6.3 MultiGrid
Figure 12 shows the performance of different versions of

the MG benchmark. Note that the GFLOPs measured here
is calibrated to the original MPI-Fortran implementation,
hence it does not necessarily reflect the real number of float-
ing point operations executed on the GPU.

As the computation is load-balanced and independent of
the number of processors, the time spent in computation
should scale linearly with the number of processors. How-
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ever as MG uses a V-cycle solver, the computation intensity
drops significantly on coarse grained subgrids. This is not
an issue for UPC codes since all local stencils are carried out
sequentially. On the contrary, GPUs suffers at low parallel
efficiency on those small subgrid computations, especially
for the old Tesla C1060, which does not support concur-
rent kernel execution. Upon closely examining the profiling
results we find the benefit of concurrent kernel execution
supported on the Fermi GTX580 gives an overall 7% of im-
provement when funneling stencil subgrids from eight UPC
threads within a node. The concurrent kernel execution is
also to be an important advantage in strong scaling as the
subgrid size gradually diminishes.

The plot also shows that the UPC baseline scales almost
linearly across 16 nodes, running 8 threads per node. This
is largely due to the fact that the majority of the running
time is spent in computation. The GPU C1060 has similar
computation throughput on stencil computations when com-
pared with eight CPU cores. However as only a single UPC
thread is used for baseline hybrid version the communication
becomes worse at scale as more GPUs join in for boundary
exchange. The funneled execution however solves the com-
munication issue by allocating eight UPC threads per node
for funneled execution on a GPU. As previously explained,
it brings up overlapped communication and computation,
therefore explaining the slight better performance. In prin-
ciple, the capability of direct ghost cell updating within the
GPU memory should speed up the communication step well,
but in reality such effect is diminished due to slower remote
updates among remote GPUs. The performance of C1060
drops on 16 nodes largely due to diminished parallel effi-
ciency in stencil computation on fine-grained subgrids.

The data set can only be split up to a minimum of 4
GTX580 GPUs, hence the plot only shows the performance
at 4 nodes and above. The GTX580 GPU does the computa-
tions extremely fast, the communication part ends up taking
most of the time during scaling, therefore exaggerating the
performance gain achieved from the funneled execution op-
timizations.

7. RELATED WORK
El-Ghazawi et al. [9, 11] first ported NAS parallel bench-

marks and demonstrated the potential performance advan-



tages of UPC over MPI as well as areas for further improve-
ments. Bell et al. [7] re-implemented some of the NAS par-
allel benchmarks in UPC, using one-sided communication
paradigms and optimizations made possible by the PGAS
abstraction. Recent experiments using similar strategies also
showed UPC to be able to consistently outperform MPI and
scale well on the IBM BlueGene [16].

Recently, there are several successful implementations of
specific applications on GPU clusters, such as WRF [15]
and N -body [18]. Cooperative CPU/GPU heterogeneous
workload scheduling [6] has also been extensively studied to
optimize linear algebra libraries.

As GPU becomes a viable solution in high-performance
computing domain, there are efforts that try to extend the
traditional parallel programming models or design new lan-
guages and compilers to support GPUs. Stuart et al. [19]
have explored message passing for multiple GPUs. OpenMP-
like compiler directives approach was also investigated [14].
Kindratenko et al. [13] have discussed various issues involved
with deploying a GPU cluster. X10 [4], which is under de-
velopment at IBM, has recently successfully added support
for CUDA. PGI accelerator compilers [3] also provide a sim-
plified development flow and have shown to be able to effec-
tively generate GPU codes on certain kernels.

8. CONCLUSIONS AND FUTURE WORK
In this work we have proposed a hybrid UPC+CUDA

programming model with funneled execution style for GPU
clusters. This model provides the fine-grained hierarchical
parallelism to efficiently overlap the computation and com-
munication when an application is deployed on clusters of
hybrid multicore/GPU nodes. We use the two representa-
tive applications from the NAS Parallel Benchmarks, FT
and MG, as a case study. The strong performance scaling of
both applications on the GPU cluster clearly demonstrates
the efficiency of the proposed approach.

The hybrid programming practice used in this paper is
still at low level. Although we have achieved consistent per-
formance gain by optimizing critical sections of the code,
currently the responsibility of managing GPU resources and
conjoining GPU operations with UPC still falls on program-
mers. Handling these details correctly in a larger program
is a significant distraction especially for scientific program-
mers (who are primarily interested in expressing their al-
gorithms). Therefore, future work needs to address higher-
level approaches to bringing both the ease of use and the
performance to the programmer.
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