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ABSTRACT
Solid-State Drives (SSDs) are data storage devices that use
solid-state memory to store persistent data. Flash memory
is the de facto nonvolatile technology used in most SSDs. It
is well known that the writing performance of flash-based
SSDs is much lower than the reading performance due to
the fact that a flash page can be written only after it is
erased. In this work, we present an SSD cache architecture
designed to provide a balanced read/write performance for
flash memory. An efficient automatic updating technique
is proposed to provide a more responsive SSD architecture
by writing back stable but dirty flash pages according to
a predetermined set of policies during the SSD device idle
time. Those automatic updating policies are also tested and
compared. Simulation results demonstrate that both read-
ing and writing performance are improved significantly by
incorporating the proposed cache with automatic updating
feature into SSDs.

Categories and Subject Descriptors
B.3.2 [MEMORY STRUCTURES]: Design Styles—
Cache memories

General Terms
Algorithms, Design, Performance

Keywords
Solid-State Drive, Cache Design, Simulation

1. INTRODUCTION
In a modern computer system, secondary storage devices

such as disk drives compose the lowest level of the mem-
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ory hierarchy. These storage devices have large data stor-
age capacities, but they exhibit increased access latencies
and reduced speeds compared with primary storage devices
or main memory. Although the memory hierarchy is con-
structed with the goal of hiding the disk access latency and
thereby providing the illusion of a fast, large memory, any
improvements to the disk access time can significantly im-
prove the system performance.

To improve the average performance for data accesses,
Hard-Disk Drives (HDDs) typically include an on-board
cache based on DRAM technology. In most HDDs, the cache
acts primarily as a buffer that matches the speed of the I/O
interface to the slower access speed of the hard disk platters.
The cache buffer might also incorporate some advanced fea-
tures such as prefetching, in order to further reduce the aver-
age read access time. For writes, the operating system (OS)
is given the illusion of a fast access time by signalling the
completion of a write operation as soon as data is accepted
into the cache, before the write is propagated to the hard
disk platters.

With the emergence of flash-based Solid-State Drives
(SSDs) [15], the role of the on-board cache has a new di-
mension added to it. To elaborate, flash-based SSDs exhibit
significantly faster read access times compared with HDDs,
but suffer from writing speeds that are generally inferior
to that of HDDs. As a result, there is a large imbalance
between the speeds for reading and writing. It is therefore
desirable that the on-board cache balances out the dispar-
ity between reads and writes, in addition to improving the
average read/write access time. To achieve the desired ob-
jective, the simple buffering schemes used in HDD caches
are no longer adequate.

In this work, we propose a novel cache design suitable for
flash-based SSDs. The architecture of the cache is designed
to provide a balanced read/write performance for flash mem-
ory. An efficient automatic updating technique is proposed
to provide a more responsive SSD architecture by writing
back stable but dirty flash pages according to a predeter-
mined set of policies during the SSD device idle time. These
policies, as well as other algorithms used as part of the de-
sign, are described and contrasted against the conventional
cache used within a processor.

The remaining text of this paper is organized as follows.
Section 2 gives a background on flash-based SSDs and the



Figure 1: The Fundametal Storage Cell in Flash
Memory
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Figure 2: Internal Architecture of a Typical NAND
Flash Device

origin of asymmetric read/write access time, thereby mo-
tivating the design for our proposed on-board cache. In
Section 3 the proposed design for the cache is described in
detail. Section 4 describes the experimental setup based
on DiskSim 4.0 combined with a modified SSD model, and
the results obtained thereof to evaluate the proposed design.
Related work is covered in Section 5 and the difference be-
tween this work and prior art is discussed as well. Finally,
some concluding remarks and ideas for future enhancements
are covered in Section 6.

2. BACKGROUND AND MOTIVATION
Flash memory devices are the current de facto media

adopted in SSDs. The architecture of the internal logic in a
flash device is similar to volatile SRAM or SDRAM. How-
ever, the flash media has the capability to retain the stored
information without power, due to differences in the stor-
age cells used. Flash memory stores information in an array
of memory cells made from floating-gate transistors [2], as
shown in Fig. 1. In general, the flash cell stores only a single
bit of data, and is therefore called a single-level cell. The
wiring and interconnection scheme between the individual
single-level cells determines whether it is a NAND flash or
NOR flash. Both types of flash memories were introduced
by Toshiba in the 1980s, and currently the dominating type
is NAND flash. We consider only NAND flashed based-
memories in the rest of this paper. In all flash memories,
the single-level cell in its default state is logically equivalent
to a binary “1” value. Its status can be changed to “0” by
programming the floating-gate transistors. To bring back
the flash cell to its default state with value “1”, an erase op-
eration is required. In other words, if a cell has to be written
with a new value, it has to be first erased in preparation for
the write (since the value of the new bit is unknown), fol-
lowed by programming the new value. As will be explained
shortly, the need for erasure with every write operation is
one of the factors resulting in longer write access time.

Table 1: Specifications of a NAND Flash Device

Parameter Value∗

Page Size 4 KB
Block Size 256 KB (64 pages)
Page Read 25 μs
Page Program (Write) 200 μs
Block Erase 1.5 ms

∗Samsung K9XXG08UXM device

Figure 3: Diagram of SSD Internal Architecture
with the Incorporated Cache

A single flash package comprises billions of flash cells that
are organized in a hierarchical architecture, as depicted in
Fig. 2. The basic unit is a flash page. Multiple flash pages
compose a block, which further forms a plane and so on. In
NAND flash memories, reading and writing are performed
in a granularity of flash page. However, erasure is carried
out in a granularity of flash block. The typical size of a page
and block, as well as the specifications for basic read/write
operations, are summarized in Table 1.

The internal architecture∗ of an SSD device is illustrated
in Fig. 3. It consists of three basic components.

• Host Interface Logic. This component handles the
communication with the OS and emulates an HDD
interface as well.

• Control Logic. The basic function of the SSD con-
troller is to convert logical block† address to logical
flash page address and further to physical page ad-
dress, i.e., the functionality of Flash Translation Layer
(FTL) [12]. This component is responsible for addi-
tional advanced features, such as interleaving, wear-
leveling, etc.

• An Array of Nonvolatile Flash Packages. Mul-
tiple flash packages are combined together to give the
large storage size typical of SSDs. The array is or-
ganized appropriately to achieve the required perfor-
mance through interleaving.

In addition to these regular components, Fig. 3 shows the
proposed cache incorporated into the SSD architecure. The
main motivation to incorporate a cache is to balance the
performance of reading and writing operations. SSD ven-
dors already claim that the average performance of an SSD
device is several folds of the performance of an HDD device.
∗The incorporated cache is proposed in this work and will
be discussed in detail later.
†This is the data block handled by OS. Its typical size is 512
bytes.



Table 2: Performance Benchmarking on SSD

Large File 87.6 MB/s
Reading

Small File 67.6 MB/s
Large File 42.3 MB/s

Sequential
Writing

Small File 15.9 MB/s
Large File 84.8 MB/s

Reading
Small File 66.7 MB/s
Large File 21.7 MB/s

Random
Writing

Small File 27.9 MB/s

SSD Device: Toshiba THNS128GE8BB
Platform: Windows Vista Ultimate 64-bit
Benchmark: Disk Benchmark [4]

However, their claims are essentially based on the reading
rate. The writing speed is expected to be lower. To ver-
ify our expectations, we ran some benchmarks on a system
with a Toshiba SSD, THNS128GE8BB. The benchmarking
results are summarized in Table 2. The results demonstrate
that the writing speed is indeed slower; the reading perfor-
mance is between 2∼4 times the writing performance. The
large performance gap between reads and writes is due to
two reasons described below.

The first reason is that a basic write operation (excluding
erasure) is by itself slower than reading. From Table 1, it is
seen that a write takes 200 μs to program a flash page; the
time to read a flash page is merely 25 μs. The second reason
is due to the special characteristics that a flash cell has to be
erased before it can be re-programmed. Since the granular-
ity of writes is a flash page (4K bytes) but the granularity of
an erase operation is a flash block (64 pages), a page-write
operation can incur a large penalty if the block being writ-
ten has valid data (thereby requiring erasure). When a page
is being written to the flash, the entire block containing the
page can lose data due to erasure; the FTL in the SSD con-
troller ensures data integrity by performing data copy before
erasure [14]. The FTL also attempts to minimize block era-
sures by maintaining appropriate mappings between logical
pages requested by the OS and the physical pages in the
flash memory. Although a description of the operation of
FTL is beyond the scope of this paper, it suffices to note
that in spite of the FTL, the block erasure requirement for
page-writes results in a signficant degradation of write per-
formance.

Since the write operation is expensive on SSD devices and
most applications demonstrate good temporal and spatial lo-
cality, it is of advantage to incorporate a write-back cache,
building on principles used in conventional processor caches.
Although a conventional write-back cache in an SSD can re-
duce write traffic to flash memory, evictions of dirty cache
lines due to conflict misses can affect the performance for
some applications. To reduce the effect of cache line evic-
tions, we propose to use an automatic updating scheme that
transfers dirty lines to the SSD during the SSD device idle
periods. This new feature, and several other differences be-
tween the proposed SSD cache and the conventional cache,
are detailed in the next section.

3. ON-BOARD CACHE DESIGN
An on-board cache is proposed to be incorporated into the

SSD device as shown in Fig. 3. The cache is located next to
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Figure 4: The Internal Organization for One Set of
the n-Way Set Associative Cache

Table 3: S/C/D Flag Description of A Cache Line
Data in Cache Data in Flash

Stale Out-of-date (×) Up-to-date (�)
Clean Up-to-date (�) Up-to-date (�)
Dirty Up-to-date (�) Out-of-date (×)

the SSD controller. The cache controller, as described later
in this section, is suited to be implemented in software on the
SSD controller processor. A hardware implementation may
also be used for the cache controller, but the design details
of a hardware controller are not explored in this work.

As mentioned earlier, read/write operations for the flash
memory are carried out with the granularity of a page. For
the organization shown in Fig. 2, a physical page correponds
to 4K bytes of data. The OS makes requests in multiples
of a logical block‡, typically of size 512 bytes each. There-
fore, each physical page can hold 8 logical blocks. The FTL
ensures that irrespective of the number of logical blocks re-
quested, an integral multiple of physical pages are accessed
from the flash memory. To simplify the SSD controller de-
sign, the cache line size is fixed to one physical page.

The basic policy used is write-back, i.e., data are always
first written into the cache, and only later propagated to
flash memory. In a conventional write-back cache, write
misses to dirty cache lines will trigger a cache line eviction,
which will flush the old cache line to flash memory. This
data flush is termed as “on-demand update” in this work. In
addition to the on-demand update, we propose a new flush
mechanism called “automatic update” in which the data in
dirty cache lines are flushed into the drive when the SSD
device is idle. We expect the proposed automatic update
to help reduce write access latency by minimizing conflict
misses in the cache.

Due to the high read performance of flash memory, read
requests are not cached by the proposed design. In other
words, when a read miss is served directly by flash mem-
ory, the cache will not retain a copy of the accessed flash
page. Therefore, cache hits for read accesses can only oc-
cur if a previous write has written to the same address and
that cache line has not yet been replaced due to other write
misses.

‡The term ‘logical block’ bears no correpondence with the
physical blocks depicted in Fig. 2



(same page)

(different page)

Transition due to request to same page address

Transition due to request to different page address

Figure 5: The State Transition Diagram for Each
Cache Line

The architectural organization of the cache is depicted in
Fig. 4. As mentioned, the size of a cache line is equal to
one physical flash page. Each cache line is associated with
a status that is either S, C or D, representing stale, clean,
and dirty, respectively. For these three states, Table 3 lists
the status of data in the cache line and the corresponding
physical page in flash memory. A read or write hit can occur
for a cache line in either the clean state or the dirty state.

The state transition diagram for each cache line is shown
in Fig. 5. Every cache line is initialized into the stale state
when the SSD device is first powered up. The transition
from the stale state to the dirty state occurs on a write re-
quest. Since only write requests are cached, state transitions
occur only on writes or automatic updates. Transitions oc-
curring due to requests to the same page address are shown
by solid lines. On continued writes to the same page address,
a dirty cache line remains in the dirty state, without any up-
dates to flash memory. Any reads to the same address will
result in a cache hit, and the read requests will be serviced
by the cache. During the SSD device idle periods, the dirty
data present in the cache line will be flushed to the flash
memory, as part of the automatic update operation. The
status of the cache line changes to clean correspondingly,
and the data continues to be available for read requests. If
there is a new write request for the same page address, the
state changes back to dirty, again without updating the flash
memory.

The state transitions occurring due to requests to different
page addresses that map to the same cache line (i.e., con-
flicts) are shown by dotted lines in Fig. 5. When a cache line
is in the dirty state and is selected for replacement due to
a write miss, on-demand update is carried out, followed by
writing the new data into the cache line. The on-demand up-
date is depicted by the ‘flush’ output for the dotted line tran-
sition from dirty to dirty. Transitions due to write misses
can also occur when in the clean state; in this case, however,
there is no data to be flushed to main memory.

In addition to the status bits, each cache line is associated
with two more fields, as shown in Fig. 4. They are the
‘Access Time’ and ‘Access Counter’. The ‘Access Time’ field
keeps track of the most recent access time due to a read or
write access. The ‘Access Counter’ field is used to track
the access frequency. In the case of a cache hit (either read
and write), the counter is incremented by 1. In the case
of a write miss, the counter is reset to 1 since it is the first
access to the cache line for the new address. It may be noted
since the cache controller is implemented in software, direct
representations of access time and access count is possible.
For hardware implementations, it would be desirable to use

Algorithm 1: Cache Line Selection and Write Opera-
tions on a Write Request

if Write request generates a write-hit then
write incoming data to the cache line in the set that
generated the hit;

else if One or more stale lines exist within set then
choose the first stale line;
write tag and data to the line;
set the status as dirty ;

else if One or more clean lines exist within set then
choose the first clean line;
write tag and data to the line;
set the status as dirty ;

else
use LRU policy to choose dirty line to evict;
/*On-demand Update*/

flush dirty line to flash memory;
write tag and data to the line;
set the status as dirty ;

more efficient representations, such as a shift register that
records the accesses.

3.1 Management of Cache Associativity
Different values of the associativity n are evaluated in this

paper. When n = 1, the cache is direct mapped. We use
only small values of n, since it has been shown that values
of n greater than 4 generally does not yield a significant
improvement in performance [6].

When a write miss occurs for an n-way set-associative
cache, the incoming page must be written to one of the n
cache lines within the indexed set. The algorithm for se-
lecting the appropriate cache line for writing, as well as the
associated write operations, are given in Algorithm 1.

On a write-hit, the incoming data is directly written to the
appropriate cache line within the set. There is no need to
update the tag values. On a miss, the indexed set is checked
for the availability of stale or clean lines; if they exist, the
first available cache line is written with the incoming data
and address tag. If all the cache lines within a set are dirty,
the least recently used (LRU) policy is used to select a cache
line to evict. The ‘Access Time’ field is used for determining
the line that has the least recent access time.

3.2 Automatic Update Feature
As shown in Algorithm 1, an on-demand update occurs

whenever a write miss evicts a dirty cache line. In order
to reduce the frequency of cache line evictions, an auto-
matic updating technique is proposed. The automatic up-
date mechanism is applied in the background when the SSD
device is in idle state, in order to reduce the intervention to
normal data access. The basic operation of the automatic
update feature is to flush the data in dirty cache lines into
the flash memory. Different policies can be applied for se-
lecting of the appropriate cache line to flush. Two possible
algorithms are evaluated in this paper: the least recently
used (LRU) policy and the least frequently used (LFU) pol-
icy. The LRU policy picks the dirty cache line with the
least recent access time, due to either reads or writes. On
the other hand, the LFU policy picks the dirty cache line
with the smallest access frequency. The ‘Access Time’ and
‘Access Count’ fields are used for implementing the LRU and



Table 4: Differences Between Conventional Caches and The Proposed Cache
Conventional Caches in Processors Proposed Cache for SSDs

Both read and write requests are cached. Only write requests are cached. However, read requests are also
serviced by the cache.

Replacement due to write misses can trigger a read oper-
ation from main memory. Data moves both ways: from
cache to memory, and vice versa.

Replacements due to a write miss will never trigger a read from
flash memory. Data transfer direction is only one-way: from
cache to flash.

Only on-demand updates can cause a data transfer from
cache to memory, in write-back caches.

Data transfer from cache to flash occurs due to automatic up-
dates as well as on-demand updates.

The cache controller is implemented in dedicated hard-
ware logic

The cache controller operations are executed in software, by
the control processor

LFU policies. Note that, unlike the policies used for man-
aging set-associativity, all the dirty lines in the cache are
candidates for a possible flush to flash memory. It is evident
that a software-based cache controller is better suited for
making required choice. Although the software implemen-
tation could incur several clock cycles overhead compared
with a hardware implementation, the overhead is negligible
compared with the large access times incurred in reading and
writing from flash memory. One possible implementation di-
rection for the software-based cache controller is outlined in
the next section.

As we have seen in this section, the cache design proposed
in this paper is built on the fundamental principles from
conventional caches. However, there are several differences
from the conventional caches used in processors. These dif-
ferences, based on the description given in this section, are
summarized in Table 4.

4. EVALUATION
The proposed cache design is simulated using DiskSim

Simulation Environment [3] developed by Parallel Data Lab-
oratory, Carnegie Mellon University. DiskSim provides a
simulation infrastructure for data storage devices and sys-
tems. On top of DiskSim, it is easy to integrate new types
of technologies, such as SSD devices. An SSD model devel-
oped by Microsoft Research [1] was modified to include the
proposed cache model, and then incorporated into DiskSim.

In the following text, we first describe the implementa-
tion of the cache design. Then we apply different types of
benchmarks to demonstrate the effectiveness of the proposed
cache through simulation.

4.1 Implementation of the Cache Module
The cache module is written in C language and incorpo-

rated into the control flow of the SSD module to intercept
the read/write requests. For read request, the cache is first
checked to see whether the requested data are cached al-
ready. If it is a read hit, the access time and access counter
of the hit cache line are updated correspondingly. If it turns
out be a read miss, the request is forwarded to the flash
memory and the status of the cache does not change. In
terms of write request, the incoming data are always writ-
ten into the cache, as outlined in Algorithm 1. On-demand
update may be required in case of evicting a dirty cache line.

In order to simulate the automatic update mechanism ef-
ficiently, advanced data structures are used and elaborated
as follows.

• In case of automatic update with LRU, a double linked

list is used to represent a sequence of dirty cache lines
in an increasing order of their most recent access time,
i.e., the head node and the tail node represent the
least and the most recently accessed dirty cache lines,
respectively. In order to support the double linked
list, each cache line has an additional field to save the
pointer to the corresponding node in the list. Differ-
ent types of operations are applied to the double linked
list.

– When a stale or clean cache line is converted into
a dirty cache line, a corresponding node is added
into the tail of the double linked list. The time
complexity of this operation is O(1).

– When a dirty cache line is accessed, the corre-
sponding node is moved to the tail of the double
linked list. The time complexity of this operation
is O(1).

– During the automatic update process, the head
node of the double linked list is deleted and the
corresponding dirty cache line is converted into
clean status by writing its content to the flash
media. The time complexity of this operation is
O(1).

Since the addition and deletion of link nodes are very
frequent, a pool of free nodes is maintained. New node
can be allocated from the pool and deleted node can
be returned to the pool with negligible cost.

• In case of automatic update with LFU, a red-black
tree [5] is used. A red-black tree is a self-balanced bi-
nary search tree ensuring that addition, deletion and
research can be done in O(log(n)), where n is the num-
ber of nodes in the tree. In order to quickly find the
least frequently used dirty cache line, a red-black tree
of double linked lists is constructed. Each node in the
tree consists of a key, which is the access frequency
(say m), and a pointer, which points to a double linked
list whose member nodes represent those dirty cache
lines sharing the same access frequency (i.e., m). Each
double linked list is in an increasing order of the most
recent access time of dirty cache lines.

– When a stale or clean cache line is converted into
a dirty cache line, a search on the red-black tree
is performed based on its access frequency. Then
the node representing this cache line is added into
the tail of the corresponding double linked list.



Table 5: Micro Benchmarks
Type Description Request Size

Constant Write Only 100% writes to a constant address < 8192 logical blocks
Random Write Only Random addresses, 100% writes < 200 logical blocks
Random Write Biased Random addresses with a mix of 90% writes, 10% reads < 200 logical blocks
Thrash Balanced 50% writes, 50% reads from addresses in a cache-thrashing pattern < 8192 logical blocks
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Figure 6: The Average Response Time of Micro Benchmarks (Constant Write Only)

The time complexity of the search and the node
addition is O(log(n)) and O(1), respectively.

– When the access frequency of a dirty cache line
is incremented, the corresponding node is first re-
moved from the previous double linked list. This
step takes O(1) time because the cache line has
a direct pointer to the node. Then a search is
performed on the red-black tree and the node is
added into the tail of the corresponding double
linked list. The time complexity of the search
and the node addition is O(log(n)) and O(1), re-
spectively.

– During the automatic update process, a search is
performed on the red-black tree to find the small-
est access frequency. If multiple dirty cache lines
share the same access frequency, the LRU pol-
icy is applied and the head node of the double
linked list is deleted. The status of the corre-
sponding cache line is converted into clean. The
time complexity of the search and the node dele-
tion is O(log(n)) and O(1), respectively.

Similar to the automatic update with the LRU case,
a pool of free nodes is maintained to reduce the node
allocation cost.

The implementation details described above are used for
simulation of the operations in the proposed cache. How-
ever, since the cache controller is implemented in software,
the implementation described above can serve as a starting
point for the implementation of the software-based cache
controller.

4.2 Simulation Setup
In order to demonstrate the effectiveness of the on-board

cache, two different sets of benchmarks are simulated on
two different SSD implementations, i.e., SSD with/without
cache. For the case using the proposed cache, three different
sub-cases are considered, as follows.

• Write Back. In this case, the on-board cache uses

the base-line strategy outlined in Section 3, without
the proposed automatic update.

• Write Back + Automatic Periodic Update
(APU) with LRU (Least Recently Used). In this
case, the LRU is applied periodically during the idle
time of SSD device.

• Write Back + Automatic Periodic Update
(APU) with LFU (Least Frequently Used). In this
case, the LFU is applied periodically during the idle
time of SSD device. If multiple dirty cache lines share
the same access frequency, the LRU policy is applied
to find the least recently used cache line among them.

In order to minimize the intervention of normal operations
of the cache, the automatic update mechanism is applied
in the background when the SSD device is idle. The cache
manager monitors the activity inside the SSD. For every spe-
cific amount of SSD idle time, the automatic update action
is activated once, i.e., the data in the selected dirty cache
line are written into the flash media. This specific idle time
should be dynamically adjusted to fit different applications
so that the efficiency of APU feature is maximized and the
possibility of delaying the normal operations is minimized
at the same time. However, this time is set to 2 ms for all
applications in the simulation for the sake of simplicity by
observing the fact that it normally takes 0.3 ms to write one
page data into the flash memory. Nevertheless, results are
also presented to show the effect of different values of the
idle-time-threshold used for activating automatic update.

In terms of cache organization, three different settings are
simulated, i.e., direct mapped, 2-way set associative and 4-
way set associative. As for the settings of the flash memory,
the internal copy back and the background cleaning features
are turned off in the simulation.

4.3 Simulation Results

4.3.1 Micro Benchmarks
Four different types of synthetic micro benchmarks are

used for studying the benefits of the proposed cache design.
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(e) Write Biased: 2-Way Set Associative

8 16 32 64 128 256
0

1

2

3

4

A
ve

ra
ge

 R
es

po
ns

e 
Ti

m
e 

(m
s)

Cache Size (MB)

 No Cache
 Write Back
 Write Back + APU-LRU
 Write Back + APU-LFU
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Figure 7: The Average Response Time of Micro Benchmarks (Random Access)
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Figure 8: The Average Response Time of Micro Benchmarks (Thrash Balanced)

A summary of the features of the micro benchmarks is given
in Table 5. These are essentially the features of the trace
files that we have generated in order to test the system.

As an extreme case, the ‘Constant Write Only’ benchmark
writes the data into the same starting address, however, with
different sizes. The simulation results for this benchmark are
shown in Fig. 6(a) to 6(c). The results show that the aver-
age response time without an incorporated cache is 6.774 ms.
With an on-board cache, the average response time drops to
below 0.3 ms for all different cache organizations and auto-
matic update policies. The reduction is as expected, since
the write latency is always absorbed by the cache. Moreover,
there are no conflict misses.

Two other cases used for the micro benchmarks are based
on accesses to random addresses. In one case, all of the ac-
cesses are writes, termed ‘Random Write Only’. The other
case contains 10% read requests, termed as ‘Write Biased’
in Fig. 7. In order to demonstrate the effectiveness of the
proposed automatic update policies, we intentionally set an
upper limit of data size of each request. Without the au-
tomatic update policies, the average response time using a
cache turns out to be slightly inferior to the case without a
cache, for small cache sizes (< 32 MB). This behavior may

be attributed to an increased cache miss rate when the data
access pattern is completely random. In particular, for small
cache sizes, the conflict misses will be high, so we expect the
automatic updating policies to give an improvement in re-
sponse time. Indeed, as seen in Fig. 7(a) to Fig. 7(f), up to
an order of magnitude reduction in the response time is ob-
served, by using the automatic update feature. This clearly
demonstrates the benefits of automatic periodic updates.

For the fourth and last type of the micro benchmarks, we
use data access patterns created to result in excessive cache
thrashing due to conflict misses. The number of reads and
writes are equal. The results are depicted in Fig. 8(a) to
Fig. 8(c) as ‘Thrash Balanced’. Expected results are ob-
served in terms of a reduction in the access time with the
use of automatic periodic updates (APU). In addition to
a reduction in response time with the APU, it is observed
that higher associativity gives a marked reduction in the re-
sponse time. For instance, the 2-way set-associative cache
with write-back cache exhibits a reduction in response time
by a factor of 7, compared with the direct mapped cache.
This is as expected, since an increase in the associativity
will reduce cache thrashing. The results also demonstrate
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Figure 9: Distribution of Time Between Consecutive Accesses and Access Address Distribution of IOzone
and PostMark Benchmarks

the need for higher associativity, to take care of access pat-
terns that cause write conflicts.

4.3.2 Real-life Applications
We selected two applications, IOzone [7] and PostMark [10],

to study the performance of the proposed cache design. Both
IOzone and PostMark are standard file system benchmarks.

In this work, we have intentionally converted all accesses
in the IOzone benchmark into write requests. On the other
hand, response to read requests is studied by using the
PostMark benchmark, which is a reading-dominant bench-
mark. More precisely, it has a mix of 83% reads and 17%
writes. The distribution of time between consecutive ac-
cesses and the access address distribution for both bench-
marks are shown in Fig. 9. The time distribution show the
time gap between two consecutive accesses in the bench-
marks; the access address distribution depict the frequency
of accesses to different address ranges. The diagrams in
Fig. 9 serve to illustrate the fact that the two benchmarks
exhibit different access patterns and access frequencies.

The results from the simulations are shown in Fig. 10,
presenting the average response time of the SSD against the
cache size, for the different cases considered. It is clear that
the inclusion of the proposed cache always leads to a reduc-
tion in the access time. Further, it is seen that in general,
the response time decreases with an increase in the cache
size, as expected. For smaller cache sizes (8MB), the IO-
Zone benchmark shows an improvement up to 14% in the
response time. For a large cache size, IOZone shows more
than 50% reduction in the response time for writes.

Referring to Fig. 10(a) to Fig. 10(c), it is seen that the
proposed automatic periodic update (APU) results in a fur-
ther reduction in response time, prominent for small cache

size. This is as expected, since the proposed APU is in-
tended to reduce conflict misses, which is higher for smaller
sized caches. Therefore, we expect the advantages of APU
to be more for smaller caches. However, it can be seen from
Fig. 10 that there is no significant difference between the
LRU and LFU policies for APU, for the IOZone benchmark.
This behavior may be explained based on the IOZone access
histogram in Fig. 9. The histogram for IOZone shows that
a large range of addresses have the same access frequency.
Thus, the least-frequently-used (LFU) policy wouldn’t be of
any significant advantage.

For the PostMark benchmark, as seen in the results from
Fig. 10(d) to Fig. 10(f), the inclusion of the proposed cache
reduces the response time by up to 17% (with automatic
update). However, an increase in cache size does not show
a significant improvement (Write-Back case). This is prob-
ably because the access patterns result in cache thrashing
with repeated conflicts. This is confirmed by the fact that
automatic update gives a significant improvement in per-
formance; as mentioned, the automatic update feature is
designed to minimize evictions due to conflict misses. The
improvement due to automatic update (compared with the
plain Write-back case) ranges from 5% to 12.5%.

The IOZone benchmark consists of all writes, whereas the
PostMark benchmark is predominantly composed of reads.
A comparison of the results from both benchmarks demon-
strates that the disparity and read and write access time
has been significantly reduced; at larger cache sizes, they
are nearly equal, at approximately 3 ms on an average.

It has been mentioned earlier that the idle-time-threshold
for automatic update should ideally be adjusted dynami-
cally, to fit different application requirements. Fig. 11 shows
the effect of varying this idle period threshold. The average
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(b) IOzone: 2-Way Set Associative
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(c) IOzone: 4-Way Set Associative
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Figure 10: The Average Response Time of IOzone and PostMark
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Figure 11: Test Different SSD Idle Period (Cache Setting: APU-LRU, 16 MB, 2-Way Set Associative)

response time has a tendency to increase with the idle period
threshold, because a lower frequency of update will keep the
cache filled with dirty data, thereby increasing the conflict
misses. However, PostMark shows a reduction in response
time for a lower frequency of automatic update; this may
be attributed to the frequency of accesses in PostMark, see
Fig. 9(c). Since PostMark has most its accesses with less
than 2 ms idle time between them, frequent automatic up-
dates tend to intervene with normal (uncached) accesses, so
a lower frequency of automatic update is helpful in this case.

5. RELATED WORK
Smith outlined the necessity and design considerations for

a disk cache in terms of size, location, algorithms and so
on in modern computer systems [18]. Later, C̆igas demon-
strated the performance of different cache algorithms, such
as write-back and write-through, and the impact of inter-
val updating with different parameters [19]. In [13], Lee et

al. considered a two-level hierarchical cache system consist-
ing of a CPU cache and a disk cache and proposed different
policies, including global LRU and sLRU2, with a goal to
reduce the duplicate caching and improve the access time.
Shriver et al. proposed a disk cache model with aggressive
readahead and request ordering features [17]. While all of
them provide improvements to read access times, we note
that currently the reading performance is no longer an issue
with flash based SSDs.

Treatment of imbalanced read/write access time has re-
ceived attention recently in the literature. In [8] Jo et al.
proposed a flash-aware buffer management policy called FAB.
FAB is comparable to the traditional cache in a computer
system except it employs a block-level LRU policy. In other
words, FAB replaces a whole flash block rather than an in-
dividual page in the eviction process. Kim and Ahn [11]
proposed a Block Padding LRU (BPLRU) buffer manage-
ment scheme, which applied block level LRU as well as page
padding and LRU compensation to further enhance the ran-



dom write performance of flash storage. BPLRU only cares
about write requests. Read requests are simply forwarded
to the FTL. Four different write buffer management policies,
i.e., LRU-P, LUR-C, LC and CLC, are investigated in [9], in
which the first one is flash page based and the other three are
page cluster based. In our proposed cache design, we con-
sider the imbalanced performance with flash memory devices
and choose to have write requests update the cache content.
Read requests are serviced by the cache; however, they do
not update any cache line even with a cache miss. Addi-
tionally, we propose to apply the automatic (dirty) cache
line updating feature during the SSD device idle time to
lower the probability of on-demand cache updating, there-
fore, further improving the writing performance of SSD.

6. CONCLUSIONS
This paper proposes a novel, on-board cache design suit-

able for flash-based SSDs. The proposed design strives to
balance the asymmetric read/write access time for flash mem-
ory, by providing novel caching techniques that are different
from conventional processor caches. Among the unique fea-
tures of the proposed cache, the most important is the inclu-
sion of automatic periodic updates (APU). The APU feature
flushes dirty cache lines to flash memory, whenever the SSD
is idle. Different APU policies, such as LRU and LFU, were
described and compared.

To evaluate and demonstrate the benefits of the proposed
cache, simulations were carried out on synthetic and real-
life benchmarks. The results clearly indicate performance
improvements with the inclusion of the cache. Improve-
ments in write access time of up to 50% were observed for
large cache sizes. Furthermore, most cases showed signifi-
cant improvements due to the inclusion of the APU feature.
Through the use of a variety of benchmarks, the usefulness
of the different features of the cache, such as associativity,
LRU and LFU polcies, etc was also illustrated.

Although SSD caches can provide a significant perfor-
mance improvement, there are certain pitfalls to using them.
Similar to caches in HDDs, the caching of write requests can
result in data loss in the event of a power interruption. To
prevent data loss, appropriate circuit techniques need to be
deployed to provide early notification of an impending power
failure. Such notification can trigger a cache flush before
power failure. Yet, the large size of the on-board cache is
a matter of concern in this case. Future work must address
efficient caching techniques that would result in the mini-
mum number of dirty lines resident in the cache at any in-
stant. Further, simple implementations of a hardware-based
cache controller need to be explored, to minimize overheads
due to software execution in the SSD controller. Addition-
ally, more advanced policies for selecting a victim page to
be evicted other than LRU and LFU have to be considered
and compared with similar approaches, such as FAB [8] and
Recently-Evicted-First [16] policies.
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