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Abstract—Reconfigurable Computers (RC) can provide signif-
icant performance improvement for domain applications. How-
ever, wide acceptance of today’s RCs among domain scien-
tist is hindered by the complexity of design tools and the
required hardware design experience. Recent developments in
hardware/software co-design methodologies for these systems
provide the ease of use, but they are not comparable in per-
formance to manual co-design. This paper aims at improving
the overall performance of hardware tasks assigned to FPGA.
Particularly the analysis of inter-task communication as well as
data dependencies among tasks are used to reduce the number of
configurations and to minimize the communication overhead and
task processing time. This work leverages algorithms developed in
the RC and Reconfigurable Hardware (RH) domains to address
efficient use of hardware resources to propose two algorithms,
Weight-Based Scheduling (WBS) and Highest Priority First-Next
Fit (HPF-NF). However, traditional resource based scheduling
alone is not sufficient to reduce the performance bottleneck,
therefore a comprehensive algorithm is necessary. The Reduced
Data Movement Scheduling (RDMS) algorithm is proposed to
address dependency analysis and inter-task communication op-
timizations. Simulation shows that compared to WBS and HPF-
NF, RDMS is able to reduce the amount of FPGA configurations
to schedule random generated graphs with heavy weight nodes
by 30% and 11% respectively. Additionally, the proof-of-concept
implementation of a complex 13-node example task graph on the
SGI RC100 reconfigurable computer shows that RDMS is not
only able to trim down the amount of necessary configurations
from 6 to 4 but also to reduce communication overhead by 48%
and the hardware processing time by 33%.

I. INTRODUCTION

Reconfigurable computing is a rapidly evolving technology
with a potential to accelerate scientific applications. The
adoption of RCs by the wider scientific community has been
a key focal point for the success of this field. However, until
recently, manual hardware/software (hw/sw) co-design on RC
platform and the use of Hardware Description Languages
(HDL) were still the only way to reap the benefits of an
RC. With the emergence of high performance reconfigurable
computers (HPRC), several design methodologies were heav-
ily investigated to improve the usability of the platforms.
(1) High-Level Language (HLL) to Register Transfer Level
(RTL) compilers, such as Carte-C, Impulse-C, and Handel-
C, were introduced as a bridge for domain scientists with
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little hardware knowledge to program for the systems [1]. (2)
The introduction of hardware libraries in [2] and efforts by
[3], [4] and others have made it possible to efficiently utilize
the FPGA without significant hardware experience. However,
both approaches still relied heavily on the user’s hardware
knowledge to achieve high performance.

The work in [5], [6], [7], [8], [9], [10], [11], [12] was an
early attempt to increase the performance of the hardware
through the use of task placement algorithms in reconfigurable
hardware (RH). With minimal intervention from the user
the task placement algorithms allocate area on the FPGA to
dynamically place another task. However, the techniques pro-
posed by task placement algorithms only reduce the overhead
of reconfiguration and do not address the performance of the
tasks allocated.

To fully exploit the performance of an RC system, new
optimization techniques, including hardware task scheduling
algorithm targeting HPRCs, need to be developed. In this
paper, optimization methodologies are presented to address
the performance bottlenecks of tasks scheduled for the hard-
ware. The proposed methodology optimizes the performance
of function level hardware modules of a user application
at compile time after a hw/sw partition. The optimization
is achieved by identifying inter-task communication through
data dependency analysis in the hardware module scheduling
process to increase the processing concurrency and reduce
the data communication overhead between FPGA and µP .
Further, the FPGA configuration overhead is reduced by opti-
mal hardware module scheduling. The following assumptions
are made in this work. (1) The FPGA device is configured
as a whole. (2) All hardware modules are treated as black
boxes during the optimization process. (3) The directed acyclic
function level dataflow graph (DAG) of the application is
given.

The remaining text is organized as follows. Section II
introduces the related work. Section III presents the optimiza-
tion mechanisms, mainly hardware task scheduling algorithms.
Section IV focuses on the implementation and results. Finally,
Section V summaries this work.

II. RELATED WORK

Early work in RH focused on task placement on the
reconfigurable hardware in order to reduce the configuration
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overhead. In [5], an offline 3D placement of tasks in time
and space dimensions for partially reconfigurable devices was
presented. In [6], efficient data structures and algorithms
for fast online task placements and simulation experiments
for variants of first fit, best fit and bottom left bin-packing
algorithms were presented. In [7], the fragmentation problem
on partially reconfigurable FPGA devices was addressed. Task
rearrangements were performed by techniques denoted as local
repacking and ordered compaction. In [8], non-rectangular
tasks were explored such that a given fragmentation metric
was minimized. Furthermore, a task’s shape may be changed
in order to facilitate task placement. In [9], a column-oriented
one-dimensional task placement problem was discussed. Task
relocations and transformations to reduce fragmentation were
proposed in [10] based on a proposed FPGA architecture
that supported efficient row-wise relocation. In [11], three
improved partitioning algorithms based on [6] were presented.
In [12], a fast algorithm for finding empty rectangles in
partially reconfigurable FPGA device was presented. However,
these algorithms only focused on utilizing the FPGA device
efficiently through optimal task placement techniques and did
not address the performance optimization among tasks in a
given application, which is the main concern of the users of
an HPRC system.

Related work in the embedded computing domain presented
algorithms for scheduling periodic real-time tasks [13] in order
to meet the real-time constraints. Task scheduling algorithms
developed in embedded domain are not performance-centric,
and thus cannot be used to solve the performance optimization
issue in HPRC domain directly.

More recently hw/sw co-design algorithms for RC systems
emerged bringing the ease of use urgently needed in the RC
domain. In [14], a hw/sw co-design model comprised of a
single µP and an array of hardware processing elements (PEs
implemented on FPGAs) was presented. Small tasks in a user
program were dynamically assigned onto PEs. However, even
if a single PE could accommodate multiple tasks, the tasks
were executed in a sequential way. This was a drawback as it
is not able to exploit concurrency of an RC system. In [15], an
automatic hw/sw co-design approach on RCs was proposed.
The proposed ReCoS algorithm partitioned a program into
hardware tasks and software tasks and co-scheduled the tasks
on their respective PEs. Although the ReCoS algorithm places
multiple hardware tasks into a single device, it does not
further optimize the tasks to improve throughput and reduce
communication overhead. Each task assigned to the FPGA is
treated as a stand-alone hardware module; and no data paths
are defined between the tasks even if they resided in the same
configuration.

In the following section, the optimization techniques applied
on the hardware tasks, mainly the task scheduling algorithms,
will be discussed from the performance improvement perspec-
tive.

…... FPGA
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Communication
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Fig. 1. A basic execution model of hardware tasks on FPGA device.

III. HARDWARE TASK SCHEDULING ALGORITHMS

Due to the limited size of the FPGA device, hardware
tasks in a given application generally need to be scheduled
into multiple FPGA configurations for execution. Since in
most RC systems, the FPGA works as a co-processor for
the general purpose processor, data needs to be transferred
back and forth between FPGA and µP as well as between
subsequent FPGA configurations. Figure 1 shows the basic
execution model of hardware tasks running on FPGA. After
the device is configured and before the hardware tasks start
functioning, raw data are transferred from µP to FPGA device.
After these hardware tasks end their jobs and before the new
configuration is loaded into the device, processed data are
transferred back from FPGA device to µP . In general, the
execution of hardware tasks on FPGA devices consists of three
portions of time:
• The time used by hardware modules to process data. This

portion of time is denoted as hardware processing time.
• The time used to transfer data between FPGA device and
µP . This portion time is denoted as data communication
time.

• The time used to configure the FPGA device. This portion
time is denoted as FPGA configuration time.

Take AES-256 data encryption application on SGI RC100
reconfigurable computer [16] as one example. The throughput
of the AES core is 3.2 GB/s (16B×200MHz) and we assume
1 GB data is to be encrypted. Then the hardware processing
time is roughly 312,500 µs. Besides this, one full FPGA
configuration will take on average 965,634 µs and the data
communication will take on average 952,380 µs. In the entire
hardware execution period, only 14% of time is used for
processing data. The remaining 86% of time is used for
configuration and communication.

Since data communication time and FPGA configuration
time are pure overhead introduced by using hardware for
processing data, these two portions of time should be reduced
by using fewer FPGA configurations and decreasing the data
movement between µP and FPGA. The hardware processing
time can be minimized as well by chaining the hardware tasks
belonging to the same FPGA configuration into long pipelines.
In order to achieve these objectives, all the tasks in the same
configuration should be able to finish their jobs in the same
instantiation∗ and their processing should be overlapped as
much as possible.

In the following text of this section, we introduce three
hardware task scheduling algorithms, Weight-Based Schedul-

∗One instantiation of a FPGA configuration is denoted to the process of
loading the corresponding bitstream into the device, configuring it, executing
the tasks in the configuration, and then releasing the device.
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Fig. 2. An example hardware task graph to be executed by FPGA.

Algorithm 1: Weight-Based Scheduling Algorithm
Input: n tasks {1, . . . , n} each of which has weight wi,

and an upper bound W ; a DAG of the
corresponding n nodes.

Output: A sequence of disjoint subsets {S1, . . . , Sj}
satisfying

∑
i∈Sk

wi ≤W , k = 1, . . . , j.
Let O denote the set of current remaining tasks and1.1

initialize O = {1, . . . , n}, k=1 ;
while O is not empty do1.2

Find the lightest node in the current top level of1.3

DAG and assume it is node x;
if
∑
i∈Sk

wi + wx > W then1.4

k = k + 1;1.5

Put node x into Sk, remove it from O and DAG;1.6

ing Algorithm, Highest Priority First - Next Fit Algorithm, and
Reduced Data Movement Scheduling Algorithm to optimize
the scheduling process of hardware tasks onto FPGA device.

A. Weight-Based Scheduling Algorithm

Inspired by the hw/sw Reconfigurable Co-Scheduling (Re-
CoS) algorithm [15], Weight-Based Scheduling Algorithm
(WBS) extends the functionality to further optimize the hard-
ware task schedule. Figure 2 shows an example hardware task
graph (i.e., a DAG) consisting of 13 hardware nodes, H1–H13,
which are grouped into 4 different levels based on the data
dependency among them. The edges represent the data flows
among these nodes, and the number next to each edge is the
unitless volume of data communication over the corresponding
edge. The weight of each node shown inside the circle is the
normalized hardware resource utilization (e.g., slices) of the
corresponding hardware module.

Given a hardware task graph, WBS utilizes a breadth-
first searching algorithm to discover possible communication

Algorithm 2: HPF-NF Scheduling Algorithm
Input: n tasks {1, . . . , n} each of which has weight wi,

and an upper bound W ; a DAG of the
corresponding n nodes.

Output: A sequence of disjoint subsets {S1, . . . , Sj}
satisfying

∑
i∈Sk

wi ≤W , k = 1, . . . , j.
Apply Algorithm 1′ on task graph to assign priorities;2.1

Let O denote the set of current remaining tasks and2.2

initialize O = {1, . . . , n}, set the status of nodes in O
unvisited, let k=1;
while O is not empty do2.3

if All nodes are visited or
∑
i∈Sk

wi = W then2.4

k = k + 1;2.5

Set the status of nodes in O unvisited;2.6

else2.7

Find the highest priority node from unvisited2.8

nodes and assume it is node x;
if
∑
i∈Sk

wi + wx ≤W and node x has no2.9

visited parent nodes then
Put node x into Sk and remove it from O2.10

and DAG;
else2.11

Set the status of node x visited;2.12

optimizations. Among the nodes in the same level of a DAG,
WBS first sorts the nodes based on their weight, and then
visits them in an increasing order. Once all of the nodes in
the current level have been visited, WBS targets the next level
and so on. The algorithm is shown in Algorithm 1 in which
W† is the available resource of the FPGA. As shown in Figure
3(a), the 13 hardware nodes are scheduled into 6 different
FPGA configurations after applying WBS algorithm on the
example DAG. Since the algorithm always schedules the nodes
in the same level before it goes to the next level, every
task is guaranteed to have access to the necessary data from
the tasks in the same configuration or previously generated
configurations. Therefore, every configuration only requires
one instantiation to execute.

The WBS algorithm only checks the nodes of one level dur-
ing the scheduling process and misses the chance to schedule
the nodes crossing different levels at the same time.

B. Highest Priority First - Next Fit Scheduling Algorithm

The HPF-NF algorithm is inspired by the Earliest Deadline
First - Next Fit (EDF-NF) algorithm from Danne et al. in
[13]. Unlike the EDF-NF algorithm HPF-NF does not consider
task deadlines, and favors higher throughput and performance
instead. In addition, HPF-NF exploits the data-dependency of
the tasks to reduce the communication overhead between task
nodes.

HPF-NF assigns priorities based on the order in which the
tasks need to execute. In other words, parent nodes have higher

†In all the example graphs in this paper, W = 100.
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Fig. 3. Scheduling results of the example task graph using three different algorithms (W = 100) (the task nodes inside the same curve belong to the same
FPGA configuration) : (a) WBS, (b) HPF-NF (the number next to each node is the assigned priority using Algorithm 1′), (c) RDMS.

priorities than their child nodes. Since parent nodes need to
execute earlier than their child nodes, their priorities can be
assigned based on the data dependency within them. Algorithm
1 can be slightly modified to assign a priority to each task.
Instead of scheduling nodes into different configurations in
Algorithm 1, they are put into a queue. The nodes are then
assigned with priorities starting from “1” based on their
sequence in the queue. The modified Algorithm 1 is referred
as Algorithm 1′. Figure 3(b) shows the example hardware
task graph with assigned priority for every node in which the
smaller the number, the higher the priority.

As an FPGA can generally fit multiple tasks, a decision has
to be made when the next highest priority task cannot be added
into the current FPGA configuration. HPF-NF considers both
the weight and data dependency of the node in scheduling
process. Only if the next highest priority node can fit with
respect to the weight and all of its parent nodes have been
scheduled into the same or previous generated configurations,
this task node will be scheduled. Otherwise, HPF-NF pro-
ceeds to schedule the nodes of lower priorities. The HPF-NF
algorithm is shown as Algorithm 2 in which the scheduling
process for one FPGA configuration always starts from the top
of the DAG following the order of priorities of the nodes until
the current configuration becomes full or all nodes have been
visited. Figure 3(b) shows the scheduling result of the example
DAG using HPF-NF algorithm. Compared to the scheduling
result by WBS in Figure 3(a), the number of configurations is
reduced to 5. Furthermore, the direct data forwarding between
two tasks in the same configuration becomes more popular due
to the cross level analysis. For example, the output from task
H4 can be forwarded to task H7 directly since these two tasks
are scheduled in the same configuration. The same situation
applies to pairs H6-H10, H9-H12, and H11-H13 as well.

However, the scheduling process of HPF-NF is a static
process, in which the decision to select one node is fixed as
soon it is made. Hence, HPF-NF is not able to generate optimal
scheduling result, and a more comprehensive algorithm is
necessary.

C. Reduced Data Movement Scheduling Algorithm

As mentioned earlier, configuration time and data commu-
nication time are pure overhead for using RCs and should be
reduced to minimum. Two strategies are applied to achieve
this objective.
(1) Group related nodes into the same configuration so that

these nodes can be chained together to reduce the data
communication time between FPGA and µP .

(2) Use as few FPGA configurations as possible to reduce the
configuration overhead and further reduce the communi-
cation overhead.

In this section, we propose Reduced Data Movement
Scheduling (RDMS) algorithm, a heuristic, to produce a near-
optimal solution with respect to minimal data communication
and minimal number of configurations. Similar to WBS and
HPF-NF algorithms, RDMS schedules the hardware tasks in
a graph into a sequence of configurations in order. However,
RDMS makes sure that each configuration utilizes the maxi-
mum combined resource while exploiting the data dependency.
In order to achieve this, a dynamic programming algorithm,
Algorithm for Dependent Subset Sum Problem, is used to find
the subset of hardware nodes with maximum combined weight.

Dependent subset sum problem is a special case of subset
sum problem. In [17], a dynamic programming algorithm
is given to solve the problem, which does not consider the
dependency among the items (e.g., nodes in a graph). In our
case, when a hardware task is scheduled into one configura-
tion, it is necessary to make sure all parent tasks have been
scheduled before, i.e., the data dependency has to be taken
into account during the scheduling process. The dependent
subset sum problem is described formally as follows. Given
n nodes of positive weight, which are represented by a DAG
and numbered in an increasing order from top to bottom and
from left to right at same level, a subset S ⊆ {1, . . . , n} of
the nodes is to be selected, so that

∑
i∈Swi ≤ W (the given

upper bound) and, subject to two restrictions, (1)
∑
i∈Swi is

as large as possible, and (2) all the parent nodes of any node
i ∈ S belong to S as well. A dynamic programming algorithm,



OPT (i, w) =

{
OPT (i− 1, w) if wi > w

max(OPT (i− 1, w), wi +OPT (i− 1, wj)) Otherwise

S(i, w) =


S(i− 1, w) if wi > w{
S(i− 1, w) if OPT (i− 1, w) > wi +OPT (i− 1, wj)
{S(i− 1, wj), i} Otherwise

Otherwise

where wj = max{x|x ≤ w − wi and all of node i’s parent nodes belong to S(i− 1, x)}

(1)

Algorithm 3: Algorithm for Dependent Subset Sum Prob-
lem
Input: Array OPT [0..n, 0..W ], S[0..n, 0..W ] and a

DAG of corresponding n nodes plus an imaginary
root node 0. All nodes in the DAG are numbered
in an increasing order from top to bottom and
from left to right at the same level.

Output: OPT [n,W ] is the optimal weight combination
and S[n,W ] is the corresponding nodes.

Initialize OPT [0, w] = S[0, w] = 0 for 0 ≤ w ≤W , and3.1

OPT [i, 0] = S[i, 0] = 0 for 0 ≤ i ≤ n;
for i = 1 to n do3.2

for w = 1 to W do3.3

Use the recurrence (Equation 1) to compute3.4

OPT [i, w] and fill in S[i, w];

shown in Algorithm 3, is used to solve the dependent subset
sum problem. OPT(i, w) denotes the value of the optimal
solution over a subset of the items {1, . . . , i} with maximum
allowed weight w; that is, OPT (i, w) = max

∑
j∈S wj ,

where the maximum is over subset S ⊆ {1, . . . , i} that
satisfies

∑
j∈Swj ≤ w. Similarly, S(i, w) is the corresponding

subset. Equation 1 describes the recurrence among OPT(i, w)s
and S(i, w)s. Furthermore, one imaginary root node with zero
weight is added on top of the DAG and serves as the parent
node of the nodes in the first level.

The RDMS algorithm, shown in Algorithm 4, applies Al-
gorithm 3 on the DAG multiple times until all the nodes are
scheduled. The scheduling result of the example graph using
RDMS algorithm is shown in Figure 3(c). Compared to the
scheduling results by WBS algorithm and HPF-NF algorithm,
the number of configurations is reduced to 4.

IV. RESULTS

A. Simulation Results

In order to compare the scheduling efficiency and time
among the three algorithms, these algorithms have been im-
plemented in C++ and tested on a Linux system running on
Intel Xeon 2.8 GHz. Randomly generated task graphs were
applied and the number of configurations were recorded. For
each task graph, there are ten nodes in each level. Every node
is randomly connected to one to three parent nodes; the weight
of each node is randomly assigned between 1 and a maximum

Algorithm 4: RDMS Algorithm
Input: n tasks {1, . . . , n} each of which has weight wi,

and an upper bound W ; a DAG of the
corresponding n nodes plus an imaginary root
node 0.

Output: A sequence of disjoint subsets {S1, . . . , Sj}
satisfying

∑
i∈Sk

wi ≤W , k = 1, . . . , j.
Let O denote the set of current remaining items and4.1

initialize O = {1, . . . , n}, let k=1;
while O is not empty do4.2

Apply Algorithm 3 on O and DAG to find the subset4.3

Sk;
Remove the items in the subset Sk from O and4.4

corresponding nodes from the DAG;
Connect those nodes whose parent nodes have been4.5

taken to the root node directly;
k = k + 1;4.6

weight. Two different tests were conducted for each scheduling
algorithm. In the first test, the number of nodes in a graph was
fixed and the maximum weight of node was changed from
graph to graph. In the second test, the maximum weight of
node was fixed and the number of nodes was changed from
graph to graph.

In Figure 4(a), the number of nodes is fixed at 200 (for
the graphs in upper three curves) and 50 (for the graphs in
low three curves) respectively; however, the maximum weight
of node is changed from 10 to 100. For both cases, the
difference of scheduling efficiency among the three algorithms
is quite insignificant when the maximum node weight is
small (≤ 20). When the weights of all nodes are very
light compared to the overall weight of an FPGA device
and are distributed into a small region ([1..20]), it is easy
to generate configurations without leaving many resources
unutilized. Therefore, different scheduling algorithms may
produce almost same number of configurations. For graphs
consisting of light weight nodes (i.e., maximum node weight
< 50) shown in the left half of Figure 4(a), WBS and HPF-
NF averagely generate 10% and 5% more configurations than
RDMS, respectively. As the maximum node weight increases,
the weights of all nodes are distributed into bigger regions and
the distribution itself becomes more uneven. WBS algorithm
only checks the lightest node at the top level and apparently



Fig. 4. The scheduling efficiency comparison among three scheduling algorithms when (a) the number of nodes is fixed and the max weight of node changes,
and (b) the max weight of node is fixed and the number of nodes changes; (c) the scheduling time comparison among three scheduling algorithms when the
max weight of node is fixed at 70 and the number of nodes changes

will generate configurations with large number of unutilized
resources. HPF-NF algorithm will check all nodes trying to
fill the configuration; however, it does not dynamically adjust
the scheduling result during the process. RDMS performs the
most comprehensive analysis during the scheduling process
and always generate configurations with smallest amount of
unutilized resources. Due to this reason, WBS and HPF-NF
generate approximately 20% and 10% more configurations
than RDMS, respectively, for graphs mainly comprising heavy
weight nodes (i.e., maximum node weight > 50) shown in the
right half of Figure 4(a),

For the second test, the maximum node weight is fixed
at 70 (for the graphs in upper three curves in Figure 4(b))
and 30 (for the graphs in low three curves in Figure 4(b)),
respectively. The scheduling results shown in Figure 4(b) are
quite consistent with the results in Figure 4(a). For a graph
including mainly light weight nodes (≤ 30), WBS and HPF-
NF averagely generate 10% and 3% more configurations than
RDMS, respectively. For the case of maximum node weight
fixed at 70, the two corresponding numbers are 30% and 11%
respectively.

However, the improved scheduling efficiency of RDMS
algorithm compared to WBS algorithm and HPF-NF algorithm
comes at the cost of a longer scheduling time, show in
Figure 4(c). The primary reason of the longer scheduling
time, particularly when the graph becomes big and consists of
heavy weight nodes, is that RDMS needs to search the graph
aggressively and adjust the results dynamically during the
scheduling process in order to generate FPGA configurations
of maximum combined weight for reducing data communi-
cation, configuration time, and the hardware processing time.
Furthermore, the bigger the graph is, the heavier the nodes
become, the more configurations are needed to fit the nodes
in one graph, which in turn requires more rounds of the RDMS
algorithm to complete the scheduling process.

B. Experimental Results

In order to verify the efficiency of the RDMS algorithm
on complex data graphs, such as an astro-physics N-body

TABLE I
THEORETICAL THROUGHPUT OF HARDWARE TASKS IN THE EXAMPLE

TASK GRAPH (MB/S).

H1 H2 H3 H4 H5 H6 H7 H8 H9 H10 H11 H12 H13
400 200 200 200 400 800 200 200 700 400 800 1400 1100

simulation [18], we use the data graph shown in Figure 2 for
a proof-of-concept implementation. The graph is applied to all
three algorithms and we measure the number of configurations,
the communication overhead and the hardware processing time
on a RC system. The hardware implementation was carried out
on the SGI Altix 4700 reconfigurable computer with RC100
blades [16].

The used RC1000 FPGA blade consists of two Xilinx
Virtex-4 LX200 chips with 40MB local SRAM memory each.
NUMALink-4, which has the sustained bandwidth of 2.1
GB/s, is used to connect the FPGA and µP . One full FPGA
configuration on RC100 has been measured as 965,634 µs.
If the FPGA is already loaded with a bitstream, the device
allocation time is 19,611 µs.

In our implementation, two 16 MB of FPGA local memory
were allocated for storing raw and processed data. There-
fore, data sets larger than 16MB are split up and executed
by running the same configuration multiple times. The first
configuration run typically incurs the overhead of one full
FPGA configuration time. The following runs of the same
configuration only incur the comparable light overhead of
device allocation time. In order to maximize the processing
concurrency within the tasks in the same configuration, the
tasks among which there is no data dependency are run in
parallel; otherwise, they are chained together to overlap their
processing. The theoretical throughput of each task is listed in
Table I.

In terms of number of configurations, the three algorithms
schedule the tasks in the graph into 6, 5, and 4 different
configurations, as shown in Figure 3. The reduction of each
FPGA reconfiguration has an significant effect on the total
execution time considering the relatively long configuration



Fig. 5. The comparison of hardware processing time and communication
overhead among the three implementations of the example task graph.

time.
Scheduling as many tasks as possible into the same con-

figuration not only reduces the configuration overhead, but
also reduces the data movement between µP and FPGA by
minimizing inter-configuration communication. In Figure 3, if
we account the input data volume of H1-H4 and the output
data volume of H12 and H13 once (transfer once between µP
and FPGA), and the data communication cross configurations
twice (transfer twice between µP and FPGA), the predicted
overall data communication volume with WBS and HPF-
NF are 92 and 60 respectively. The predicted overall data
communication volume with RDMS is 48. The measured data
communication time, shown as the top half bars in Figure 5
confirmed the predicted distribution. Compared to WBS and
HPF-NF, RDMS is able to reduce the communication overhead
by 48% and 20% respectively.

The second effect of scheduling related hardware tasks
into the same configuration is the reduction of the hard-
ware processing time. Combining multiple tasks, which are
dependent to each other, into the same bitstream can result
in deep pipeline chains that increase the overall performance
significantly through concurrent processing. WBS uses the
highest number of configurations and schedules the nodes of
different levels into different configurations in general, the
parallelism and concurrency among the tasks is the smallest.
On the other hand, RDMS achieves the best overall processing
concurrency by scheduling tasks into the fewest number of
configurations and schedule related tasks into the same con-
figuration. As shown on the bottom half bars in Figure 5, the
implementation with RDMS was able to reduce the hardware
processing time by 33% and 22% respectively compared to
the implementations with WBS and HPF-NF.

C. N-Body Simulation

The target application we intent to implement on reconfig-
urable computer is part of astrophysical N-Body simulations
where gasdynamical effects are treated by smoothed particle
hydrodynamics (SPH) method [19], [20], [21], [22], [23], [18].
The principle of this method is that the gaseous matter is
represented by particles, which have a position, velocity and
mass. In order to form a continuous distribution of gas from

these particles, they are smoothed by folding their discrete
mass distribution with a smoothing kernel W . This folding
means that the point masses of the particles become smeared
so that they form a density distribution. At a given position
the density is calculated by summing the smoothed densities
of the surrounding particles. Mathematically, the summation
can be written as

ρi =
N∑
j=1

mjW (~ri − ~rj , h) (2)

where h is the smoothing length specifying the radius of the
summation space.

Commonly used smoothing kernels are strongly peaked
functions around zero and are non-zero only in a limited area.
A natural choice of the kernel is the spherically symmetric
spline kernel proposed by Monaghan and Lattanzio [21],
defined by

W (~ri − ~rj , h) =
1
h3
B

(
x =

|~ri − ~rj |
h

)

with B(x) =


1− 3

2x
2 + 3

4x
3 0 < x ≤ 1

1
4 (2− x)3 1 < x ≤ 2
0 x > 2

(3)

The important point of SPH is that any gasdynamical vari-
ables and even their derivatives can be calculated by a simple
summation over the particle data multiplied by the smoothing
kernel or its derivative. The motion of the SPH particles
is determined by the gasdynamical force calculated via the
smoothing method, and the particles move as Newtonian point
masses under this force. Equation 4 is the physical formulation
of the velocity derivative given by the pressure force and the
artificial viscosity.

d~vi
dt

= − 1
ρi
∇Pi + ~avisci (4)

The SPH method transform Equation 4 to the formulation
in Equation 5, which is only one of several possibilities.

d~vi
dt

= −
N∑
j=1

mj(
pi
ρ2
i

+
pj
ρ2
j

+ Πij)∇iW (~rij , hij)

Πij =

{−αcijµij+βµ
2
ij

ρij
~vij~rij ≤ 0

0 ~vij~rij > 0

~rij = ~ri − ~rj , ~vij = ~vi − ~vj , ρij =
ρi + ρj

2

fij =
fi + fj

2
, cij =

ci + cj
2

, hij =
hi + hj

2

µij =
hij~vij~rij
~r2ij + η2h2

ij

fij

(5)

The gradient of W in Equation 5 consists of three compo-
nents in Cartesian coordinates (x, y, z). The x-component of
the gradient of the smoothing kernel is shown in Equation 6.
The calculation of y and z-components is the same.



#1
Difference Vector
vij_x = vi_x – vj_x 
vij_y = vi_y – vj_y
vij_z = vi_z – vj_z

#2
Difference Vector
rij_x = ri_x – rj_x 
rij_y = ri_y – rj_y
rij_z = ri_z – rj_z

#3
Mean Value

hij = (hi + hj) / 2

#5
Mean Value

cij = (ci + cj) / 2

#6
Mean Value

rhoij = (rhoi + rhoj) / 2

#4
Mean Value

fij = (fi + fj) / 2

#7
p/rho2

prhoi2 = pi / (rhoi × rhoi) 

#8
p/rho2

prhoj2 = pj / (rhoj × rhoj) 

#9
Scalarprod

vrij = (vij_x × rij_x) + 
(vij_y × rij_y) + (vij_z × rij_z)

#10
Scalarprod

rij2 = (rij_x × rij_x) + 
(rij_y × rij_y) + (rij_z × rij_z)

#12
muij

muij = hij × vrij × fij / 
(rij2 + eta × hij × hij)

#13
Squareroot
rij = sqrt rij2

#11
ihij = 1 / hij

#14
ihij5 = ihij^5

#16
piij

if vrij > 0 then
piij = 0

else
piij = (-alpha × cij × muij  + 

beta × muij × muij) / rhoij

#15
rh = rij × ihij

#17
Gradient of W

if 0 < rh ≤ 1 then
dW = (9 × rh / 4 - 3) × ihij5

else if 1 < rh ≤ 2 then
dW = (-3 × rh /4 + 3 – 3 / rh) × ihij5

else
dW = 0

#18
Scalar Factor dvs

dvs = mj × (prhoi2 + prhoj2 + piij) × dW

#19
Build dv vector

dv_x = dv_x + rij_x × dvs
dv_y = dv_y + rij_y × dvs
dv_z = dv_z + rij_z × dvs

Input Data
ri_x, ri_y, ri_z, rj_x, rj_y, rj_z, 

vi_x, vi_y, vi_z, vj_x, vj_y, vj_z, 
hi, hj, fi, fj, ci, cj, pi, pj, rhoi, rhoj, 

mj

Fig. 6. Data flow graph of SPH pressure force calculation (with assigned node number in each box).

∂iW

∂x
=


( 9|~rij |

4h6
ij
− 3

h5
ij

)(rix − rjx) 0 < |~rij |
hij
≤ 1

(− 3|~rij |
4h6

ij
+ 3

h5
ij
− 3

h4
ij |~rij | )(rix − rjx) 1 < |~rij |

hij
≤ 2

0 |~rij |
hij

> 2
(6)

The diagram in Figure 6 shows the data flow to compute
Equation 5, in which 19 nodes exist. In order to get de-
sired performance and computation accuracy, fully pipelined
double-precision (64-bit) floating point arithmetic units are
needed to implement the graph in hardware. Many pre-
vious work have reported various floating-point arithmetic
designs on FPGA devices [24], [25], [26], [27], [28], [29].
The resource utilization of pipelined double-precision (64-bit)
floating-point operators based on literature survey is listed in
Table II. Regarding the adder/subtractor (+/−) and multiplier
(×), we select the results reported in [26], which are consistent

with the numbers reported in [29]. In terms of the divider (÷),
the number reported in [27] is used since it is very close to the
number reported in [26] and the reported operating frequency
is above 200MHz, which is the frequency we are going to use
for implementing the graph in Figure 6 on RCs. With respect
to the square root operator (√ ), the number reported in [28]
is very close the number reported in [26]. We use the former
since it targets Xilinx Virtex-II6000 device, which is used in
one of target RC platforms, SRC-6 [30].

These primitive operators are used to construct the func-
tionality of nodes in Figure 6. In general, multiple primitive
operators are used to build a pipelined hardware node so that
all operations in one FPGA configuration can be executed in
parallel to maximize the throughput. For instance, node #12
needs 1 adder, 4 multipliers and 1 divider, which is denoted
as “1A,4M,1D” in Table III, to implement so that it can
operate in a pipelined fashion. The amount of slices occupied



TABLE II
RESOURCE UTILIZATION OF PIPELINED DOUBLE-PRECISION (64-BIT)

FLOATING-POINT OPERATORS.

+/− × ÷ √

Slices 1,640 [26] 2,085 [29] 4,173 [27] 2,700 [28]

TABLE III
RESOURCE UTILIZATION OF NODES ON THREE DIFFERENT DEVICES

Node Operatora
Slices

Percentage of Device Utilizationb

No. Combination V4LX200 V2-6000 V2P50
1 3A 4,920 6.50 17.13 24.51
2 3A 4,920 6.50 17.13 24.51
3 1A 1,640 2.17 5.71 8.17
4 1A 1,640 2.17 5.71 8.17
5 1A 1,640 2.17 5.71 8.17
6 1A 1,640 2.17 5.71 8.17
7 1M,1D 6,258 8.26 21.79 31.17
8 1M,1D 6,258 8.26 21.79 31.17
9 2A,3M 9,535 12.59 33.20 47.50

10 2A,3M 9,535 12.59 33.20 47.50
11 1D 4,173 5.51 14.53 20.79
12 1A,4M,1D 14,153 18.69 49.27 70.50
13 1S 2,700 3.57 9.40 13.45
14 4M 8,340 11.01 29.04 41.55
15 1M 2,085 2.75 7.26 10.39
16 1A,4M,1D 14,153 18.69 49.27 70.50
17 3A,4M,1D 17,433 23.02 60.69 86.84
18 2A,2M 7,450 9.84 25.94 37.11
19 3A,3M 11,175 14.76 38.91 55.67

Overall 24A,30M,6D,1S 129,648 171.21 451.37 645.85

aA: adder/subtractor, M: multiplier, D: divider, S: square root.
bAssume 15% of slices in device are reserved for vendor service logic.

by each node is simply the summation of the slices of the
primitive operators. We list the percentage of slice utilization
of each node on the FPGA devices of three representative
reconfigurable computers in Table III, i.e., Xilinx Virtex-
4LX200 with SGI RC100, Virtex-II6000 with SRC-6 [30] and
Virtex-IIP50 with Cray XD1 [31]. Apparently, multiple FPGA
configurations are required to implement the dataflow graph
in Figure 6 on all three platforms.

We plan to simulate the SPH pressure force calculation
dataflow graph on these three different platforms based on the
slice utilization listed in Table III. Three different scheduling
approaches, WBS, HPF-NF and RDMS will be applied on the
graph, and their corresponding performance will be compared,
analyzed and reported in future publications.

V. CONCLUSIONS

Hardware/software co-design methodology is essential for
the wide acceptance of RCs among domain scientists. The
automatic co-design methodologies provide the ease of use
and make the co-design feasible for large applications or com-
plex system, however, suffer from lower performance when
compared to manual co-design. This paper propose a Reduced

Data Movement Scheduling (RDMS) algorithm, which focuses
on the optimization of the hardware execution task schedule.
RDMS reduces the communication overhead as well as the
hardware processing time using optimization techniques such
as data dependency exploration resulting in fewer FPGA con-
figurations. Simulation results show that the RDMS algorithm
is able to produce 30% and 11% fewer configurations com-
pared to the other proposed algorithms, WBS and HPF-NF.
Furthermore, a proof-of-concept implementation of a complex
13-node task graph on a SGI RC100 reconfigurable computer
shows that RDMS is able to reduce communication overhead
by 48% and hardware processing time by 33% compared to
WBS. This performance achievement on a complex example
task graph demonstrates the potential of RDMS to improve
the performance of complex real-world applications such as
an astro-physics N-body simulation.
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